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Abstract

Anomaly detection (AD) plays a crucial role in time series applications, primarily be-
cause time series data is employed across real-world scenarios. Detecting anomalies poses
significant challenges since anomalies take diverse forms making them hard to pinpoint
accurately. Previous research has explored different AD models, making specific assump-
tions with varying sensitivity toward particular anomaly types. To address this issue, we
propose a novel model selection for unsupervised AD using a combination of time se-
ries forest (TSF) and reinforcement learning (RL) approaches that dynamically chooses
an AD technique. Our approach allows for effective AD without explicitly depending on
ground truth labels that are often scarce and expensive to obtain. Results from the real-
time series dataset demonstrate that the proposed model selection approach outperforms
all other AD models in terms of the F1 score metric. For the synthetic dataset, our pro-
posed model surpasses all other AD models except for KNN, with an impressive F1 score
of 0.989. The proposed model selection framework also exceeded the performance of
GPT-4 when prompted to act as an anomaly detector on the synthetic dataset. Exploring
different reward functions revealed that the original reward function in our proposed AD
model selection approach yielded the best overall scores. We evaluated the performance
of the six AD models on an additional three datasets, having global, local, and clustered
anomalies respectively, showing that each AD model exhibited distinct performance de-
pending on the type of anomalies. This emphasizes the significance of our proposed AD
model selection framework, maintaining high performance across all datasets, and show-
casing superior performance across different anomaly types.

Keywords: anomaly detection, reinforcement learning, model selection, time series for-
est, time series power consumption

1 Introduction tems [4], financial fraud detection systems [5], and
blockchain networks [6]. With the prevalence of

Anomaly detection (AD) finds widespread use cloud infrastructure and IoT-enabled devices, there

in various applications [1], including smart grids 5 4 vast availability of time series data [7]. Con-
[2]. Internet of Things (IoT) [3], medical sys-  gequently, AD for time series data is gaining at-
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traction, particularly in data-driven applications [8].
Anomalies, also called outliers, represent observa-
tions that deviate from the rest of the dataset [9] or
exhibit deviations from most of the sequence’s dis-
tributions or patterns [10]. For example, anomalies
in power grid meter measurements may indicate po-
tential cyber-attacks or malfunctions [11, 12]. Sim-
ilarly, anomalies in time series power consumption
patterns can lead to errors in power consumption
predictions, resulting in underproduction or over-
production of electricity [13]. In finance, outliers
in time series can signify “illegal activities like
fraud, risk, network intrusions, account takeover,
and money laundering” [5]. Thus, time series AD
plays a crucial role in ensuring operational effi-
ciency, reliability, and security in real-world appli-
cations [8].

However, AD often falls short of achieving ex-
pected performance in data-driven real-world sys-
tems. This is primarily due to the scarcity, cost,
and impracticality of obtaining labeled data in large
quantities [8]. In real-world applications, a lim-
ited quantity of labeled anomalies can be provided
through methods like active learning or identifica-
tion by domain experts [14, 15, 16]. Therefore, it is
preferable to employ unsupervised AD techniques
that do not rely on labeled data [8].

Furthermore, given the complexity of data in
real-world systems, data abnormalities manifest in
various forms [17]. AD techniques that assume spe-
cific abnormalities may tend to rely on certain as-
pects more than others, making them sensitive to
specific types of anomalies while potentially over-
looking others. Consequently, there is a need for
a universal AD model that outperforms other AD
models on different types of data [1]. To address
this, leveraging multiple AD models at different
time steps can be beneficial when applied to a par-
ticular time series data. This can be achieved by
designing an AD selection model that chooses the
optimal AD model from a pool of candidate models
at each time step [18]. The predicted label (nor-
mal or anomalous) at each time step depends on the
output of the currently selected anomaly detector.
Reinforcement learning (RL), a machine learning
domain that maximizes numerical rewards by map-
ping situations to actions at each time step, can be
employed for this purpose [19].

In a RL setting, an agent aims to learn the opti-
mal decision-making policy to maximize the over-
all reward. RL has demonstrated success in vari-
ous model selection applications, such as RL model
selection for wind speed prediction [20] and RL-
based model combination for time series forecast-
ing [21].

This study proposes an RL-based model se-
lection approach for AD (RLAD) in time series
datasets. To address the challenge of gathering
labeled data which is both expensive and time-
consuming [22], we focus on six unsupervised AD
techniques that do not require labeled data for train-
ing. To implement the RL agent without explicit re-
liance on ground truth labels in its reward function,
we utilize six time series forest (TSF) models. Each
TSF is trained to classify a specific AD model’s in-
correct and correct predictions. Our proposed AD
model selection framework utilizes the classifica-
tions from these six classifiers for the majority of
data points and ground truth labels for the remain-
ing data points [23]. In other words, our approach
requires a portion of ground truth labels instead of
explicit reliance on all ground truth labels. We com-
pare our RL-based model selection approach with
an RL model selection that solely relies on ground
truth labels in its reward function and another ap-
proach that relies only on the classifications of the
TSFs in its reward function.

Our proposed RLAD framework yields promis-
ing results, outperforming all AD candidate mod-
els on the real dataset and all AD models except
for KNN on the synthetic dataset. Additionally, we
conduct a study on different reward scenarios, in-
cluding adaptive rewards with varying exploration
epsilons, in the context of our AD model selection
approach. The results indicate that the original re-
ward function with a decaying exploration rate pro-
duces the best scores in terms of precision, recall,
and F1 score evaluation metrics. We also exam-
ine the impact of different types of anomalies on
the performance of the AD techniques by testing
them on three synthetic datasets: one with local
anomalies, another with global anomalies, and a
third with clustered anomalies. The performance
of each AD model varies across different types of
anomalies, whereas our proposed AD model se-
lection approach consistently achieves high scores
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across global, local, and clustered datasets, respec-
tively.

2 Related Work

Due to the emerging spread of time series prob-
lems [24], the field of AD has garnered substantial
attention for the analysis of time series data [25].
It can be categorized into three main groups: unsu-
pervised, semi-supervised, and supervised methods
[26]. While supervised or semi-supervised methods
can utilize previously identified abnormalities to la-
bel instances as normal or abnormal, the practicality
of supervised techniques is limited by the need for
a large amount of labeled data containing both nor-
mal and abnormal instances, which is often not fea-
sible in real-world settings [27]. Semi-supervised
AD techniques typically stem from supervised al-
gorithms by incorporating a bias term to account for
unlabeled data [28, 29]. In light of this, unsuper-
vised AD categories, such as distance-based, sta-
tistical, ensemble-based, and reconstruction-based
approaches, have recently gained favor.

In this section, we comprehensively understand
these prominent categories of unsupervised AD
techniques and their applicability in various scenar-
ios. After exploring the strengths and limitations
of these techniques, we discuss the recent advance-
ments in this field, with the goal of tackling the ex-
isting AD challenges effectively.

2.1 Distance-based Approaches

Among the distance-based AD techniques, [30]
considers a point (p) as an (7, €)-anomaly if at most
()% of the entire data points are away from p by
a distance less than (€). This was further improved
in [31] by proposing an outlier score which is ob-
tained by calculating the distance to the k' near-
est neighbor (KNN) of a data point. After that,
the data point is classified as normal or anoma-
lous based on a threshold. [32] suggested a better
variant with a KNN-based method where the out-
lier score represents the aggregate distance of the
data point (p) to the k nearest neighbors of p. An-
other distance-based AD algorithm, the Local Out-
lier Factor (LOF), considered the ratio of the av-
erage of the k nearest neighbors densities to the
data point density itself [33]. While LOF and KNN

have both been shown to outperform state-of-the-art
(SOTA) AD techniques, they yet failed to preserve a
high performance with large high-dimensional and
seasonal datasets [34].

2.2 Statistical Approaches

Numerous seminal probabilistic AD methods
compute the anomaly score relying on the esti-
mates of the marginal likelihood Pg(X) derived
from the data generation model [35, 36, 37]. One
of the probabilistic techniques that fits a number of
Gaussians on the data is Gaussian Mixture Model
(GMM). To estimate the models’ parameters, the
expectation-maximization algorithm (EM) is uti-
lized [38]. Support vector machine (SVM) has
been extensively used for novelty detection tasks
[39]. One-class SVM (OSVM) is a support-vector-
based approach that assumes a probability density
(like GMMs fitting) to learn a hyper-plane that
separates the low-density region from the region
with a high-density of data [40, 41]. One limita-
tion of generative models lies in the complexity of
obtaining marginal likelihoods, which necessitates
computing integrals with exceedingly high dimen-
sions. Pg(X) = [Po(z)Pe(X | z)dz [8]. More re-
cent non-parametric statistical methods for AD are
Empirical Cumulative Distribution for Outlier De-
tection (ECOD) [42] and Copula-Based Outlier De-
tection (COPOD) [43]. The ECOD approach in-
volves computing an empirical cumulative distribu-
tion to predict tail probabilities for individual data
points, which are then used to calculate the out-
lier score. In contrast, COPOD utilizes an empir-
ical copula to estimate tail probabilities for the en-
tire set of data instances, enabling the computation
of the outlier score. Although these novel tech-
niques provide valuable contributions, their scal-
ability is constrained by their dependence on the
data’s shape [44].

2.3 Ensemble-based Approaches

In [45], an ensemble-based AD technique con-
sidered Local Outlier Factor (LOF) with multi-
ple hyper-parameter sets and combined the results
to obtain outlier scores. Another ensemble-based
technique, known as Isolation Forest (IForest), was
proposed in [46]. IForest consists of a forest with
random binary trees in such a way that outliers
are relatively near the tree’s root (within a shal-
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low depth of the tree). The underlying principle of
IForest is based on the notion that outliers are more
prone to isolation.

2.4 Reconstruction-based Approaches

Several contemporary AD algorithms capital-
ize on using synthetic data reconstruction. These
algorithms are based on the insight that outliers,
when projected into a lower-dimensional space,
tend to lose information, leading to less efficient re-
construction and an increased reconstruction error
for anomalous instances [8]. Principal Component
Analysis (PCA) is a popular approach for data re-
construction that permits linear reconstruction only
[47]. The non-linear variant of PCA, known as
Kernel PCA, applies the kernel trick to map the
data into a feature space [48]. Deep learning-based
AD algorithms, such as those employing Recur-
rent Neural Networks (RNN), have garnered signifi-
cant attention, especially in time series applications
[49, 50]. However, these techniques can be compu-
tationally expensive and time-consuming [51, 52].
A more recent approach is Unsupervised AD on
Multivariate Time Series (USAD) [53]. It relies on
an encoder-decoder pair that is trained in an adver-
sarial manner. The reconstruction error in the test-
ing phase represents the anomaly score.

2.5 Large Language Models-based Ap-
proaches

Large Language Models (LLMs) have lately
shown remarkable success in the AD task. LLMs
are capable of processing and interpreting huge
amounts of data having temporal dependencies
which provide more complicated and precise AD
compared to traditional statistical methods. Mo-
tivated by the fact that anomaly detection of time
series data resembles text classification and that
BERT [54] has proven effective in handling text
classification, Dang et al. [55] suggested a time se-
ries anomaly detection technique relying on BERT
model. Their model has the same architecture as
the BERT model, however, the main distinctions
are the input representation and additional output
layer. Simulation results reveal that this technique
only requires a small amount of labeled data for
training the BERT model to achieve better results
than the SOTA methods. Yet, the model scores on
the KPI dataset are still not high enough record-

ing an F1 score of 0.634. Recently, Dong et al.
[56] studied the performance of zero-shot learning
of LLMs in time series AD problems and their ex-
planatory abilities. They also introduced a synthe-
sized dataset to fine-tune LLMs and improve their
performance in time series AD. Their work states
that LLMs exhibit encouraging potential for time
series AD, while customized prompts and instruc-
tions remain necessary. Despite that GPT-4 showed
good results with minimal instructions, the present
absence of public fine-tuning capabilities on GPT-
4 stopped them from investigating whether fine-
tuning on GPT-4 could record SOTA performance.

Leveraging LLMs for AD holds significant
promise but still faces several critical challenges.
One main concern is their dependence on historical
datasets, which can be a matter of concern related
to data availability, quality, and model bias. More-
over, these models often have trouble with gener-
alizability, making it hard for them to use learned
patterns with novel scenarios. LLMs may also gen-
erate inaccurate or misleading outputs under cer-
tain conditions, due to hallucinations, which ques-
tion their reliability. At last, the computational ef-
ficiency of these large models imposes a barrier, as
their resource-intensive nature can limit scalability
and accessibility [57].

2.6 Model Selection for AD

Most work in AD has attempted to build novel
and enhanced models to perform outlier detection
on distinct data types. However, very limited work
exists on the AD model selection task. Research
work in [58] proposed an automated outlier detec-
tion method that applied neural architecture search
to find the best neural network model. The limita-
tion of this technique is that it is restricted to auto-
encoder-based AD methods and relies on annotated
data for evaluation. Another set of automated-based
AD model selection techniques are TODS [59] and
PyODDS [60] which also rely on labeled data. A
more recent automated model selection for unsu-
pervised outlier detection proposed a meta-learning
approach without needing ground truth labels in the
testing phase [61]. Yet, their approach requires
ground truth labels in the meta-train datasets. These
model selection methods tend to choose a single AD
model after evaluation. However, a recent model se-
lection approach applied to the Secure Water Treat-
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ment (SWaT) dataset chooses dynamically an un-
supervised AD technique among five different AD
models using RL [1]. However, their AD pool
of models does not contain a distance-based AD
model. Additionally, their RL framework does not
consider the anomalous dataset in its state space.
Another drawback is that their RL approach re-
lies explicitly on ground truth labels in its reward
function. Due to the difficulty of obtaining a huge
amount of labeled data in real-world applications,
we propose a dynamic model selection for time se-
ries AD without excessively relying on ground truth
labels. Our approach uses a time series forest and
RL-based framework relying on a limited amount of
ground truth labels to select an AD algorithm from
six unsupervised AD techniques at each time step.
Specifically, we will consider six various and popu-
lar AD algorithms from the above-mentioned cate-
gories: KNN, COPOD, ECOD, OSVM, IFOREST,
and USAD.

3 Methodology

3.1 Unsupervised AD for Time Series

This research focuses on building a model se-
lection for time series unsupervised AD. Figure 1
illustrates our proposed RLAD model selection. Six
distinct unsupervised AD techniques are considered
in our framework; KNN [32], COPOD [43], ECOD
[42], OSVM [40], IForest [46], and USAD [53].
First, the training set D541, containing a time se-
ries of only normal data points, is separately fed to
each unsupervised AD model. Every AD model
is separately trained on the training set Djmar-
Then, every trained model is tested on the testing set
Danomaty having anomalous data points. Each model
will output a set of anomaly scores; a score for each
instance of the testing set Dyuomary. For every AD
model, an anomaly threshold is empirically com-
puted. Depending on the produced anomaly scores
and thresholds, each AD model yields a predicted
anomaly label for every instance of Dguomaty-

3.2 The Confidence Scores

Two confidence scores, initially used by [1],
were considered in our proposed model selection
framework for AD techniques. The first confidence
score is derived from the concept that the greater

the anomaly score, the more likely the correspond-
ing instance is anomalous. AD models generate
anomaly scores when tested on new data. The
higher the predicted anomaly score exceeds the
model’s threshold, the more likely it is that the
tested data point is an anomaly. Therefore, the
extent to which the anomaly score surpasses its
threshold serves as a reasonable indicator of the pre-
diction’s reliability for the given AD model. The
Distance-to-Threshold Confidence Score is equiva-
lent to the following:

Anomaly score — Threshold

max(Anomaly score) —min(Anomaly score)

ey

It is worth mentioning that the anomaly scores
are scaled using the min-max scale to a range be-
tween zero and one before computing the Distance-
to-Threshold Confidence score. Inspired by the
principle of majority voting in ensemble learning,
the Prediction Consensus Confidence Score indi-
cates that as more AD models in the pool pro-
duce the same prediction (predicted label), the like-
lihood of the current prediction being correct in-
creases. Precisely, the Prediction Consensus Con-
fidence Score is determined as follows:

Number of models predicted the same label

Total number of models

2

3.3 Evaluation Metrics

We annotated the normal data as “negative” and
the anomalous one as “positive”. To evaluate the
performance of our proposed approach, we apply
the well-known precision, recall, and Flscore met-
rics.

.. TP
Precision = — 3)
TP+FP
TP
Recall = ———— 4)
TP+FN

Flscore — 2% pre':c.ision x recall 5)
precision + recall

where the elements of the confusion matrix are:
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True Positive (TP): represents the case where the
anomalous instance is correctly predicted.

False Positive (FP): stands for the case where the
anomalous instance is predicted as a normal in-
stance.

True Negative (TN): refers to the case where the
normal instance is correctly predicted as a normal
instance.

False Negative (FN): refers to the case where the
normal instance was predicted as an anomalous one.

3.4 Time Series Classification Using TSF

Six TSFs are implemented; a TSF for the pre-
dicted anomaly labels of KNN, COPOD, ECOD,
OSVM, IForest, and USAD, respectively. Each
TSF classifies the predicted anomaly labels of a spe-
cific trained AD model (from the previous step) into
two classes, C={0,1} where C=0 indicates wrongly
predicted anomaly labels and C=1 indicates cor-
rectly predicted anomaly labels. In other words, if
the anomaly-predicted label of a certain AD model
is equivalent to the ground truth label, then it is clas-
sified as 1 otherwise it is classified as 0.

Since each TSF corresponds to a specific AD
model, then each TSF is applied to a different
dataset containing the anomaly predictions of its
corresponding AD model. The dataset of each TSF
consists of a set of features and a target. The fea-
tures of each dataset represent the anomalous in-
stances Dyyomaly, along with the corresponding pre-
dicted anomaly scores (after rescaling them) ob-
tained from the corresponding AD model, the em-
pirical scaled threshold of the corresponding AD
model, the predicted anomaly labels of the corre-
sponding AD model, and the corresponding two
confidence scores. The target of each dataset con-
sists of the true class labels (0 or 1) belonging to
its corresponding AD model. The target in each
dataset of the TSFs is obtained by comparing the
predicted anomaly label of its corresponding AD
model to the ground truth label.

During training, each of the TSFs is trained on
its corresponding training set where 20% of its cor-
responding dataset is considered for training. In
the testing phase, each TSF is tested on its corre-
sponding testing set, having the remaining 80% of
its corresponding dataset. Each of the six TSF clas-
sifiers predicts the class labels (0 or 1). The tar-

get in the training set of each TSF is obtained by
comparing the anomaly-predicted label of its corre-
sponding AD model to the ground truth label. Thus,
20% of the anomalous instances and their ground
truth labels are required to train each TSF classifier.
The set of anomalous instances and ground truth la-
bels used for all six datasets should not exceed 30%
of the anomalous dataset to ensure that a limited
amount of ground truth labels is only needed.

3.5 AD Model Selection Using Deep Q Net-
work (DQN)

To tackle our model selection challenge AD,
we adopt an RL framework. RL is a type of ma-
chine learning that involves an agent learning to
make decisions by interacting with an environment.
The agent receives feedback in the form of rewards
or penalties based on its actions and uses this in-
formation to optimize its decision-making strategy
over time. RL is particularly suitable for problems
where the agent must learn from trial and error to
maximize cumulative rewards, such as in robotics,
game playing, and autonomous systems. RL can
thus be conceptualized as a Markov Decision Pro-
cess (MDP) where the RL agent maximizes the to-
tal expected return by learning the decision policy.
MDP contains five major elements; an action-space
consisting of the actions set, a state-space contain-
ing the states set, a transition matrix representing
the probability of state-transition, a reward func-
tion, and a discount factor that refers to a value
between 0 and 1 that is used in calculating the re-
ward. The future return in an MDP consists of the
immediate reward along with the discounted future
rewards. The policy represents a probability distri-
bution that maps the present state to the possibility
of choosing a particular action.

In this work, the DQN algorithm of RL is ap-
plied. DQN is a form of RL that utilizes deep neu-
ral networks to approximate the action-value func-
tion, known as Q-function, in a high-dimensional
state-action space. It combines the power of deep
learning with Q-learning to enable the efficient han-
dling of complex environments. The agent uses ex-
perience replay, storing past experiences in a mem-
ory buffer, and updates the neural network using
batches of experiences, breaking the correlation be-
tween consecutive experiences. This technique al-
lows for more stable and effective learning, en-
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abling the agent to make informed decisions by se-
lecting actions that yield the maximum expected fu-
ture rewards. In our MDP modeling, the DQN agent
was trained to learn a policy to select the suitable
AD model among the pool at each time step. At
each time step, the agent was rewarded based on its
action (selection).

Given the context of a time series application,
the transitions between states adhere to the chrono-
logical order of the time series dataset. As a re-
sult, the state transition is considered deterministic,
eliminating the necessity to incorporate a transition
matrix. Moreover, we set the discount factor to one
to appropriately handle the time series nature of the
problem. The remaining components of the MDP
are described below;

State-space: The entire testing set Dgpomaty, the
scaled predicted anomaly scores from all the con-
sidered AD models, the obtained scaled empirical
thresholds, and the predicted anomaly labels for
these six AD models, as well as the two confidence
scores of these AD models.

Action-space: The action-space is a discrete
action-space. The DQN agent can select one AD
model from the pool of the six AD models at each
time step. Thus, the size of the action-space is the
same as the number of candidate AD models in the
pool.

Reward Function (R): The reward function is
obtained by comparing the predicted anomaly la-
bel obtained from the selected AD model in the
pool of models to the predicted class labels ob-
tained the corresponding TSF in most of the testing
set Danomaty (80% of Dunomaty). This represents the
class-based portion of the reward. In the remaining
20%, the reward function is obtained by comparing
the predicted anomaly label obtained from the se-
lected AD model in the pool of models and its cor-
responding ground truth labels. This refers to the
ground truth-based portion of the reward. It should
be mentioned that the same 20% of ground truth la-
bels used during the training of the TSFs, are used
here in the reward function.

The reward function of equation 6 is used as the
original reward, where a TP is given a higher re-
ward compared to a TN reward (rrp > rry). A TP
is an instance where the agent selects an AD model
that correctly predicts an anomaly. However, TN

means that the AD model selected by the agent at
this time step correctly predicts this data point as
normal. Since the majority of instances are usually
normal while the anomalous instances are rare and
we are interested in detecting anomalies, thus the
reward for true positive should be set to be greater
than the TN reward r7p > rpy. On the other hand,
a higher penalty should be applied to FN compared
to a FP. A FN represents a case where the RL agent
selects an AD model that predicted this data point
to be normal when this point is actually anomalous.
A FP refers to a case where the agent chooses an
AD model that predicts this instance as anomalous
when it is, in reality, normal. In real-world ap-
plications, neglecting anomalies (FN case) is more
detrimental than giving false alarms (FP case), so
|rEn| > |rEp|. As such, we reflected it in equation 6
a reward function that consists of ryy that is set to
0.5, rrpis set to 1, rpy is set to -1.5, and rpy 1S set
to -3.

I'TN =0.5 TN
F'eN — -3 FN
rrp =1 TP
rep — —1.5 FP

(6)

4 Dataset Description and Experi-
mental Settings

4.1 Datasets Description

In this work, we considered two datasets; one
real and one synthetic dataset. Each of these
datasets consists of the hourly time-steps, the elec-
tricity consumption, and the ground truth labels.
The real dataset is an annotated subset of the Large-
scale Energy AD dataset (LEAD1.0) [62], and
it is made up of hourly meter readings obtained
from 1,413 smart electricity meters over one year
and gathered from sixteen distinct sites around the
world. The LEAD1.0 dataset contains point and se-
quential (collective) anomaly types. For the sake of
this work, we used a subset of LEADI1.0 contain-
ing hourly meter readings from twenty-two smart
electricity meters. We split this real data into a
normal dataset consisting of only normal instances
and an anomalous dataset with normal and anoma-
lous instances. The normal dataset consisting of
hourly electricity meter readings (electricity con-
sumptions) has a total of 18696 time-steps. How-
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ever, the anomalous hourly electricity meter read-
ings dataset has readings of 20424 time-steps with
around 5.7% of anomalies and their corresponding
ground truth labels.

The second dataset considered in this work is
a synthetic dataset in which anomalies are injected
randomly into the dataset. We used the time series
of hourly electricity consumption data from the res-
idential areas of Germany provided by ENTSO-E
Transparency, a European electricity data platform
[63]. Similarly, this dataset was divided into nor-
mal and anomalous datasets. The normal dataset
has hourly power-consumption data from the year
2015 until 2018 making up a total of 35064 time-
steps. The anomalous dataset consists of 1008
hourly power-consumption data points of 2019 with
5% of randomly injected anomalies and the corre-
sponding ground truth labels.

4.2 Data Preprocessing

Initially, data preprocessing was performed on
the datasets. First, any missing values in the data
were removed. Then, the electricity consumption
data points in the normal and anomalous datasets
(synthetic and real datasets) were rescaled. In the
synthetic normal and anomalous datasets, we ap-
plied min-max scaling to scale the electricity con-
sumption data into values between zero and one.
However, in the real datasets, we applied loga-
rithmic scaling similar to the original paper of
LEAD1.0 [62]. After that, each normal and anoma-
lous dataset was transformed into sliding windows
of size six with a step size of one. The chosen size
of the sliding window and the step size were found
the most suitable after heuristically trying sliding
sizes six, twelve, and twenty-four with different
step sizes of one, two, three, and zero overlaps.

4.3 Settings of the AD Candidate Models
in the Pool

We considered six different AD models in our
pool of models, which are KNN [32], COPOD [43],
ECOD [42], OSVM [40], IForest [46], and USAD
[53]. OSVM and IForest are implemented from
the Scikit-Learn library [64]. COPOD, ECOD, and
KNN are imported from the PyOD toolbox [65]. As
for the USAD model, it was implemented from the
GitHub repository of USAD [66].

For each of KNN, OSVM, and IForest, we
performed hyperparameter optimization using Hy-
peropt library [67] to tune their hyperparameters
and select the best configuration of hyperparame-
ters. The list of hyperparameter choices for each
of KNN, OSVM, USAD, and IForest AD models
are available in the Appendix. COPOD and ECOD
do not require hyperparameter tuning since they are
deterministic and have no hyperparameters. As for
USAD, it has two hyperparameters, alpha and beta,
such that their sum must be equal to one. They are
utilized for parameterizing the trade-off between
true and false positives, which varies the model’s
sensitivity. We used the original implementation
of USAD having neutral detection sensitivity where
alpha equals beta equals 0.5 to avoid having a sen-
sitive model biased towards true positives or false
positives.

A specific criterion is necessary to compute the
empirical threshold for each AD model. Given
that we know the percentage of anomalies in both
datasets, we set the criterion to be equal to this per-
centage (5%).

To elaborate further, for each AD model, if a
data point’s predicted anomaly score ranks among
the highest 5%, within all the predicted anomaly
scores generated by that model, the data point is
classified as an anomaly.

4.4 Settings of the Proposed RL Frame-
work for AD Model Selection

In the implementation of the RL framework,
we used the DQN model imported from Stable-
Baseline3. Stable-Baseline3 is a RL toolbox based
on PyTorch [68]. The default settings of DQN pro-
vided by [68], having a decaying exploration ep-
silon, were utilized. However, the exploration frac-
tion of the decaying exploration epsilon was set to
0.7 instead of the default value of 0.1 to allow the
DQN agent to explore more, and the seed number
was set to 1. In the synthetic anomalous dataset
case, the RL agent was trained for 600,000 time
steps. The agent was trained for 3,000,000 time
steps in the real anomalous dataset case. This is
because the real dataset is larger than the synthetic
one. During the evaluation phase of the DQN agent,
we set the agent’s actions to be deterministic. The
exploration epsilon is set to be a decaying explo-
ration epsilon over 600,000 time steps.
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5 Experiments and Results

5.1 AD Using the Candidate AD Models in
the Pool

To perform AD using the six unsupervised AD
techniques, each AD model was trained on the nor-
mal sliding windows having normal electricity con-
sumption instances. After that, each of these pre-
trained AD models was tested on the sliding win-
dows of the anomalous electricity consumption in-
stances. The predicted anomaly label (anomalous
or normal instance) was compared to the ground
truth labels.

The results of the unsupervised AD models on
the synthetic and real datasets are presented in Ta-
bles 1 and 2, respectively. In the synthetic data,
KNN achieved the highest performance having pre-
cision, recall, and Flscore of 1. USAD and IForest
models also achieved high performance, recording
a score of 0.925 and 0.902, respectively in all the
evaluation metrics. OSVM scored a lower perfor-
mance having a value of 0.624 in all metrics. CO-
POD and ECOD yielded the lowest values of 0.361
and 0.414 in the evaluation metrics.

Table 1. Performance of AD Candidate models on
the synthetic anomalous dataset.

AD Model | Precision | Recall | Flscore
COPOD 0.361 0.361 0.361
ECOD 0.414 0.414 0.414

KNN 1 1 1
OSVM 0.624 0.624 0.624
IForest 0.902 0.902 0.902
USAD 0.925 0.925 0.925

Proposed 1 0.977 0.989

Table 2. Performance of AD Candidate models on
the real anomalous dataset.

AD Model | Precision | Recall | Flscore
COPOD 0.532 0.532 0.532
ECOD 0.532 0.532 0.532
KNN 0.702 0.702 0.702
OSVM 0.003 0.003 0.003
IForest 0.579 0.579 0.579
USAD 0.003 0.003 0.003
Proposed 0.977 0.579 0.727

As shown in Table 2 for the real data, KNN also

recorded the highest of 0.702 in all the evaluation
metrics. The results showed that the KNN model
outperformed the other AD models’ performance in
both datasets. IForest model came next with a 0.579
precision, recall and Flscore. Following this, CO-
POD and ECOD models recorded a value of 0.532
in all metrics. However, OSVM and USAD both
failed to detect anomalies.

Thus, KNN seemed to preserve the highest per-
formance in both datasets, however, it recorded
lower results in the real data. The remaining AD
models showed a different performance on different
datasets. These results further illustrate the need for
a dynamic AD model selection that can guarantee
accurate AD in time series applications, especially
with the absence of large quantities of ground truth
labels in real-world applications.

5.2 Time Series Classification Using TSF

To avoid relying on large quantities of ground
truth labels that are not usually available in real-
world applications, TSFs were used to classify the
predicted anomaly labels into correct or wrong la-
bels. Six TSFs were implemented corresponding to
the six AD models. Each TSF was fed with a dif-
ferent dataset corresponding to the AD model.

Table 3. Results of each of the TSFs on their
corresponding testing set having anomalous sliding
windows from the synthetic dataset.

TSF based on | Precision | Recall | Flscore
predictions

from

COPOD 0.99 0.993 0.991
ECOD 0.983 0.997 0.99
KNN - - -
OSVM 0.989 0.996 0.993
IForest 0.9738 1 0.987
USAD 0.998 0.996 0.997

The results of each of the TSFs on their corre-
sponding testing set are shown in Tables 3 and 4 us-
ing anomalous sliding windows from the synthetic
and real datasets respectively. It is worth mention-
ing that since KNN when tested on the synthetic
anomalous data achieved a superior performance of
1, as shown in Table 1, in all precision, recall, and
Flscore metrics, then no need to apply a TSF to
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classify the predictions of KNN. Table 3 illustrates
that all TSFs achieved remarkable performance of
Flscores ranging between 0.987 and 0.997 in the
case of anomalous synthetic instances. Similarly, in
Table 4, in the case of the anomalous real dataset,
they recorded Flscores ranging between 0.913 and
0.979.

Table 4. Results of each of the TSFs on their
corresponding testing set having anomalous sliding
windows from the real dataset.

TSF based on | Precision | Recall | Flscore
predictions

from

COPOD 0.978 0.956 | 0.9667
ECOD 0.978 0.962 0.969
KNN 0.977 0.975 0.976
OSVM 0.974 0.86 0.913
IForest 0.971 0.986 0.979
USAD 0.975 0.856 0911

5.3 AD Model Selection Based on an RL
Framework

In this work, we proposed an AD model selec-
tion using a RL framework. The original reward
function, shown in equation 6, was used in our pro-
posed RLAD model selection framework. The per-
formance of the proposed model selection frame-
work for AD the synthetic dataset is stated in Table
1. Comparing the results of the six AD models in
Table 1; shows that the proposed AD model selec-
tion provided a precision of 1, the same as KNN
outperforming all the remaining AD models. In
terms of the Flscore, our suggested AD model se-
lection recorded a value of 0.989 higher than the
entire candidate AD models except for KNN hav-
ing a slightly greater Flscore of 1. In the case of
the real dataset, results in Table 2 show that the pro-
posed AD model selection, having a precision of
0.977 and an Flscore of 0.727, outperformed all
the candidate AD techniques of Table in terms of
the precision and Flscore.

5.4 Comparison of AD Model Selection
Based on an RL Framework to an
LLM-based AD model

Considering the synthetic dataset, which is a
relatively small dataset, the proposed RLAD model

selection framework was compared to an LLM-
based AD model. Leveraging Chain-of-Thought
(CoT) prompting, as illustrated in Figure 2, we mo-
tivated the ChatGPT40-mini model to perform an
AD task and to break down the complex thoughts
or “processes” into smaller steps before providing
a response on any detected anomalies. The LLM
model yielded encouraging results on the AD task
scoring an F1 score of 0.913 and a recall of 0.84
as shown in Table 5. Yet, our proposed AD model
framework, recording an F1 score of 0.989 and re-
call of 0.977 still outperforms the LLM-based AD
model.

Youare a data analyst which spots any anomaly in the data received. Yo are given data
m the form of a CSV. There can be no anamaly bt there can also be multiple anomalies.
Let’s think step by step_ First wiark out the schema of the data you receive. Then compare
the data you have to the schema you defermmed. Don't decide what is an anemmaly untl
you have figured omt the schema. Find the anomalies in the given data. Plzase give me the
linz number with the anomaly and the valu2 of the anomaly. Make sure to rmamber on
which line ofthe CSV the anomaly was (ignore the first line since these are the column
titles)

Figure 2. Template for the prompt strategy for the
LLM to perform an AD task

Table 5. Performance of the LLM-based AD
model on the synthetic dataset in comparison of
the proposed RLAD model selection framework.

AD Model | Precision | Recall | Flscore
LLM 1 0.83 0913
Proposed 1 0.977 0.989

5.5 Comparison of Different RL Frame-
works for AD Model Selection

The proposed RLAD model selection frame-
work, which uses a small portion of ground
truth labels, was compared with two other RLAD
model selection frameworks; The first framework
RLADgG 1 totally relies on ground truth labels in
its reward function. This means that, in all the in-
stances, the reward was obtained by comparing the
predicted anomaly label with the ground truth la-
bel. On the contrary, the second framework named
RLAD(ys relies totally on the predicted class la-
bels obtained from TSFs. It should be noted that
the RLAD(y,ss framework also requires a portion of
ground truth labels (used for TSFs training). The
state-space and action-space remain the same in all
frameworks. The original reward of equation 6 was
applied in all of the three frameworks (rry= 0.5,
IeN= —3, ITp= 1, Trp= -15)
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The precision, recall, and Flscore results of
these two AD model selection frameworks based
on RL are also present in Tables 6 and 7 using
the synthetic and real datasets respectively. In
both datasets, all the frameworks showed nearly the
same high performance. In the synthetic data, the
three frameworks recorded a precision of 1; how-
ever, our proposed framework recorded the high-
est Flscore of 0.989. In the real data, our pro-
posed framework, having a 0.977 precision and an
Flscore of 0.727, showed a slightly higher per-
formance than RLAD¢y,, but slightly lower than
RLADgG; . It can be said that, in the case of the
real dataset, the proposed AD model selection of-
fered a compromise between RLADg;, that ex-
plicitly uses ground truth labels and RLADy,, that
relies totally on class labels in its reward function.

Table 6. Results of the three different RL Model
Selection frameworks for AD on the anomalous
synthetic data.

Synthetic Dataset
AD Model | Precision | Recall | Flscore
Proposed 1 0.977 0.989
RLADG urh 1 0.955 0.977
RLADy4s5 1 0.925 0.961

Table 7. Results of the Performance of the three
different RL Model Selection frameworks for AD
on the anomalous real data.

Real Dataset
AD Model | Precision | Recall | Flscore
Proposed 0.977 0.579 0.727
RLADG: 0.971 0.67 0.793
RLADc45s 0.979 0.549 0.703

5.6 Different Constant Reward Functions
with a Decaying Epsilon

To study the effect of the different reward val-
ues on the proposed RL framework, we considered
two extreme scenarios of reward functions R1 and
R2 (Table 8) and evaluated them on the synthetic
dataset. It can be observed that in comparison with
the original reward function (ryy= 0.5, rpy= -3,
rrp= 1, rpp= -1.5), the TN reward in R1 was de-
creased from 0.5 to 0.15. The FP reward in the

original reward which represented a high penalty of
-3 was changed into a low positive reward of 0.1.
However, the FN reward and TP rewards in both
functions remained the same (rpy= -3 and r7p=1).
Applying a lower positive reward on TN and a low
positive reward on FP instead of a high penalty has
led to a decrease in the model’s performance in the
case of R1. In this regard, the precision decreased
sharply from 1 to 0.636, the recall decreased from
0.977 to 0.88, and the Flscore also decreased from
0.989 to 0.738 as shown in Table 9.

As shown in Table 8, another extreme scenario
was investigated in the R2 function; in which the
TN reward in R2 was set to be greater than the
TN reward in the original function. Similarly, the
FP penalty in R2 was set to be greater than the
FP penalty in the original function. However, the
penalty applied on FN in the original reward func-
tion was modified to a low reward in the case of
R2. The TP reward in R2 was set to be less than the
TP reward in the original function. The results of
the original reward function in comparison to R2 re-
ward function, in Table 9, reflected a slight decrease
in the precision from 1 to 0.987 but a significant de-
crease in the recall from 0.977 to 0.564, and in the
Flscore from 0.989 to 0.718. This is due to decreas-
ing the TP reward and giving the agent a low reward
in case of a FN instead of penalizing it with a nega-
tive reward. As a result, the reward functions play a
significant role in the performance of the proposed
AD model selection approach in which the original
reward function offered the most suitable and logi-
cal formulation of the AD model selection problem.

5.7 Adaptive Rewards with Different Ep-
silons

We also inspected the effect of two adap-
tive reward functions; an increasing adaptive re-
ward Adaplnc and a decreasing adaptive reward
AdapDec. In the Adaplnc, we designed a reward
function that increases iteratively with the time
steps of the anomalous data. In this regard, the
TN and TP rewards were intended to increase in
a step-wise parabolic manner as a function of the
time steps (or length) of the anomalous data. Sim-
ilarly, the FN and FP penalties were set to rise in a
step-wise parabolic form as a function of the time
steps of the anomalous data. An illustration of the
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Adaplnc reward is demonstrated in Figure 3. The
AdaplInc reward is formulated in the equation be-
low:

ron=5x107% x C? TN
ren=-3x10"2xC?> FN
rrp=1x 1072 x C? TP
rep=—1.5%x10"2xC?* FP

(N

RAdapInc =

In both adaptive rewards, the counter C was ini-
tially set to 1, for every 100 time-steps the counter
would be incremented by 1. When reaching the fi-
nal time-step (final sliding window of the anoma-
lous dataset), C would be reset to 1. Alternatively,
as shown in Figure 4, the reward in the AdapDec is
designed to decrease as a function of the time-steps
of the anomalous data. Towards this, the TN and TP
rewards would decrease iteratively step-wise hyper-
bolically. Also, the FN and FP penalties would de-
cline in a step-wise hyperbolic manner as a function
of the time steps (or length) of the anomalous data.
The formulation of the AdapDec reward is stated in
the equation below:

(=]
(9]

TN = ﬁ TN
-3
o I'eEN — ~ FN
RAdapDec = rrp = iz TP (8)

|

rep = Ci FP

5.7.1 Adaptive Reward Functions with a De-
caying Epsilon

In this experiment, the same decaying explo-
ration epsilon of Figure 2 was used. The proposed
model selection AD framework was evaluated on
the two adaptive rewards. The Adaplnc reward,
having an increasing reward function, encourages
the agent to explore different actions at the begin-
ning of the iterations (time-steps of the data) which
gives the agent a higher chance to select randomly
an AD model at the beginning. Then later on, on
higher iterations, the agent is invited to greedily se-
lect a model that would yield the largest reward.
Hence, eventually, the agent would be able to learn
the optimal policy of selection. This is reflected in
the results of the proposed AD model selection. The
original and Adaplnc rewards in Table 9 both had
a precision of 1. The Flscore of Adaplnc reward
is 0.981, slightly lower than that of the original re-

ward with an Flscore of 0.989. On the other hand,
the AdapDec reward, representing a decreasing re-
ward function, prevents the agent from exploring
various actions at the beginning and forces the agent
at the beginning to select greedily an action (an AD
model) that gives him a high reward which does not
allow the agent to learn the optimal policy of selec-
tion. This is proven in the results of the proposed
AD model selection in Table 10 with AdapDec hav-
ing a precision of 0.763 and an Flscore of 0.833.
Given that the decaying exploration epsilon, which
already allows the agent to explore more in the ear-
lier time steps of the RL training phase, was ap-
plied in all cases, both the original and the Adaplnc
rewards achieved very similar high performance as
shown in Table 10. On the contrary, the AdapDec,
which prevents exploration in the earlier time in-
stances, recorded a deteriorating performance.

5.7.2 Adaptive Reward Function with a Con-
stant Exploration Epsilon

Considering the proposed model selection
framework, we also evaluated the same original
reward, adaptive increasing reward Adaplnc, and
adaptive decreasing reward AdapDec but instead
of using a decaying exploration epsilon, a constant
exploration epsilon was applied. We considered
three various cases; an exploration epsilon equals
0.9, 0.5, and 0.05. As stated in Table 10, in case
of a high epsilon value of 0.9, all three rewards
showed high performance where the Adaplnc re-
ward recorded the highest evaluation metrics with
an Flscore of 0.974, followed by the original re-
ward having an Flscore of 0.933, and finally the
AdapDec reward with an Flscore of 0.925. Upon
setting the epsilon to 0.5, the original reward and the
Adaplnc reward both revealed good performance in
which the original reward showed the best results
opposing that of an AdapDec reward which exhib-
ited a degrading performance. The Flscore of the
original, Adaplnc, and AdapDec rewards, as shown
in Table 9, were 0.953, 0.938, and 0.743 respec-
tively. In the case of a very low epsilon of 0.05,
the original reward produced the highest Flscore of
0.942, while the AdapDec reward yielded the low-
est Flscore of 0.826. As for the Adaplnc reward,
it resulted in an Flscore of 0.92. As a result in all
three cases, both the original and the Adaplnc re-
wards showed better results. However, the original
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reward had the highest score in the cases of 0.5 and
0.05. This implies that, in the case of low and in-
termediate exploration epsilons, a constant reward
yielded the best performance. Whereas, in the case
of a high exploration epsilon (epsilon= 0.9), the
Adaplnc reward gave the highest scores. All in all,
the original reward and the Adaplnc reward func-
tions maintained both higher results in the different
studied cases. However, the original reward using
a decaying exploration epsilon produced the best
overall performance.

12 { — 1P Reward 061 — TN Reward

0 200 400 600 800 1000 0 200 400 600 800 1000
Timestep Timestep

— FPReward

0 200 400 600 00 1000 0 200 400 00 800 1000
Timestep Timestep

Figure 3. Adaptive Increasing Reward

0 200 00 600 800 1000 0 200 400 00 800 1000
Timestep Timestep

0 200 400 600 800 1000 0 200 400 600 800 1000
Timestep Timestep

Figure 4. Adaptive Decreasing Reward

Table 8. Different Constant Reward Functions on
the Proposed RL Framework for AD Model
Selection.

Reward Function
Reward | TN | FN | TP | FP
Original | 0.5 | -3 1 -1.5
R1 0.15| -3 1 0.1
R2 1 0.1 ]015| -3

Table 9. Results of the Performance of the
Proposed RL Framework for AD Model Selection
on Different Constant Reward Functions Using the

Synthetic Dataset.

Decaying Epsilon
Reward | Precision | Recall | Flscore
Original 1 0.977 0.989
R1 0.636 0.88 0.738
R2 0.987 0.564 0.718

5.8 Different Types of Anomalies

In time series data, there exist different types
of anomalies, consisting of global anomalies, local
anomalies, and clustered anomalies.

Global anomalies: point anomalies that seem
to differ from the overall time series.

Local anomalies: point anomalies that devi-
ate from their neighborhood data points. A point
anomaly takes place at any time but does not repeat.

Clustered anomalies: represent a group of
anomalies that show similar characteristics. Clus-
tered or sequential anomalies may be present once
or repeatedly. Clustered anomalies can be local or
global anomalies [57].

Usually, the available real-world datasets have
a mixture of various anomaly types. This makes
it difficult to recognize how AD techniques would
behave in certain types of anomalies [16]. In this
work, we attempted to use the time series of hourly
electricity consumption data from the residential ar-
eas of France also provided by ENTSO-E Trans-
parency [58]. The hourly power-consumption data
from the year 2015 until 2017 having a total of
26302 time-steps is considered for the normal data.
The remaining 8016 time-steps of the year 2018
will be used for the anomalous dataset. To evalu-
ate the effect of different anomaly types, we cre-
ated three separate anomalous datasets; global, lo-
cal, and clustered, anomalous datasets, in which
we injected a quantity of 2% anomalies to the
hourly power-consumptions of 2018 of global, lo-
cal, and clustered types respectively. We applied the
same preprocessing procedure that was performed
on the above synthetic dataset of Germany and then
trained the six unsupervised AD techniques on the
normal sliding windows and evaluated their perfor-
mance on each of the three anomalous sliding win-
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Table 10. Results of the Performance of the Proposed RL Framework for AD Model Selection on Different
Reward Functions Using the Synthetic Dataset.

Reward Function Epsilon Precision | Recall | Flscore
Original 1 0.977 0.989
Adaplnc Decaying 1 0.962 0.981
AdapDec 0.763 0.917 0.833
Original 0.983 0.887 0.933
Adaplnc Constant=0.9 0.977 0.97 0.974
AdapDec 0.975 0.88 0.925
Original 1 0.91 0.953
Adaplnc Constant=0.5 0.976 0.902 0.938
AdapDec 0.675 0.827 0.743
Original 0.968 0.917 0.942
Adaplnc Constant=0.05 0.944 0.895 0.92
AdapDec 0.784 0.872 | 0.826

dows. The precision, recall, and Flscore of the AD
models on each of the global, local, and clustered
anomalous datasets in Tables 14 shows that the per-
formance of AD models differed depending on the
type of anomalies. Except for KNN and IForest,
all AD models showed low performance in both
datasets with local and global anomalies and higher
performance in the dataset with clustered anoma-
lies. KNN and IForest, on the other hand, main-
tained a high performance in all cases recording
the highest performance in the global dataset and
the lowest in the clustered dataset. To apply the
proposed AD model selection on each of the three
global, local, and clustered anomalous datasets, the
same process of implementing six TSFs was per-
formed to classify the predicted anomaly labels of
each AD model into correct labels or wrong la-
bels in an attempt to avoid using large quantities of
ground truth labels. The results of the performance
of each of the TSFs on the three different anomalous
testing sets are provided in Tables 11, 12, and 13
where each TSF showed high-performance scores.
After that, using the anomalous sliding windows,
the predicted anomaly scores from the AD models,
the obtained empirical thresholds of the AD mod-
els, and their predicted anomaly labels, as well as
the two confidence scores, the proposed AD model
selection framework was applied for each of the
three distinct anomalous datasets. Table 14 showed
the precision, recall, and Flscore on each of the
three different types of anomalous datasets. The
proposed model selection framework achieved an
Flscore of 0.962,0.931, and 0.963 in the global, lo-

cal, and clustered datasets respectively outperform-
ing the performance of the whole AD models ex-
cept for KNN. KNN vyielded a slightly higher per-
formance with Flscore of 1, 0.99, and 0.965. The
reason behind this is that in our proposed AD model
selection framework, the reward function mostly re-
lies on the predicted class labels of the TSF in-
stead of explicitly depending on ground truth la-
bels. And although the classifications of the TSFs
are considered accurate, it is not 100% accurate
which would slightly decrease the performance of
our proposed AD model selection in some cases.
Nonetheless, in all the considered datasets, our pro-
posed model selection approach for AD maintained
high-performance results.

Table 11. Results of each of the TSFs on their
corresponding testing set having global anomalous
sliding windows from the France dataset.

TSF based on | Precision | Recall | Flscore
predictions

from

COPOD 0.997 0.921 0.958
ECOD 0.946 0.99 0.967
KNN - - -
OSVM 0.999 0.999 0.999
IForest 0.999 0.996 0.998
USAD 0.987 0.918 0.951
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Table 12. Results of each of the TSFs on their
corresponding testing set having local anomalous
sliding windows from the France dataset.

TSF based on | Precision | Recall | Flscore
predictions

from

COPOD 0.991 0.992 0.991
ECOD 0.932 0.999 0.964
KNN 0.999 1 0.999
OSVM 0.998 0.999 0.999
IForest 0.996 0.988 0.992
USAD 0.998 0.981 0.989

Table 13. Results of each of the TSFs on their
corresponding testing set having clustered
anomalous sliding windows from the France

dataset.
TSF based on | Precision | Recall | Flscore
predictions
from
COPOD 0.997 0.999 0.998
ECOD 0.991 1 0.995
KNN 0.999 1 0.999
OSVM 0.998 1 0.999
IForest 0.998 0.999 0.999
USAD 0.998 1 0.999

Table 14. Results of the AD Models on Different

Anomaly Types.

Flscore of AD | Global | Local | Clustered
Model

COPOD 0.283 | 0.088 0.611
ECOD 0.241 | 0.117 0.594
KNN 1 0.99 0.965
OSVM 0.093 | 0.016 0.611
IForest 0.922 | 0.865 0.852
USAD 0.286 | 0.105 0.747
Proposed 0.962 | 0.931 0.963

6 Conclusion and Future Work

In this study, we address the challenges posed
by the complex and diverse nature of data abnor-
malities in real-world systems, coupled with the
limited availability of large quantities of ground
truth labels. To tackle this, we propose a model se-
lection framework for AD that combines RL with

TSF. Our approach incorporates partial reliance on
ground truth labels in the reward function and dy-
namically selects an appropriate AD model at each
time step.

The results of our proposed approach are re-
markable. It surpasses all other AD models in terms
of performance on real-world data and achieves out-
standing results on synthetic data, outperforming al-
most all other models except for KNN, which at-
tains an F1 score of 1. It also exceeded the perfor-
mance the LLM-based AD model on the synthetic
dataset.

The proposed AD model selection approach
was examined using different reward functions.
The original and Adaplnc rewards functions ex-
hibited superior results in both constant and de-
caying exploration epsilon scenarios. The origi-
nal reward function with a decaying exploration ep-
silon demonstrated the best precision, recall, and F1
score outcomes.

The impact of different types of anomalies
was investigated, revealing variations in the perfor-
mance of each AD model. This finding further em-
phasizes the significance of the proposed model se-
lection framework for unsupervised AD, enabling
accurate detection of anomalies in time series data
without an extensive availability of ground truth la-
bels.

Future endeavors will involve applying the pro-
posed AD model selection framework to larger time
series datasets with higher dimensions. Addition-
ally, incorporating additional semi-supervised AD
models into the pool of candidate models is an av-
enue for further exploration. In this regard, we plan
to incorporate additional semi-supervised AD tech-
niques. Given the promising results of LLMs in
AD tasks, we are also considering the integration
of an LLM-based AD model into the pool of can-
didate models. By requiring only a small portion
of ground truth labels and harnessing the strengths
of multiple AD models, our approach raises its
applicability to real-world scenarios with diverse
anomaly types.
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A

Hyperparameter Choices

Table 15. Hyperparameter Choices.

Hyperparameter 1

Hyperparameter 2

n_neighbors: [1, 5, 10,
15, 20, 25, 50, 60, 70,
80, 90, 100]

method: [‘largest’,
’mean’, “'median’]

nu (train error tol): | -
[0.1, 0.2, 0.3, 0.4, 0.5,
0.6, 0.7, 0.8, 0.9]

n_estimators: [10, 20,
30, 40, 50, 75, 100,
150, 200]

max_features: [0.1,
0.2, 0.3, 0.4, 0.5, 0.6,
0.7,0.8,0.9]
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