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Tailored machine learning-based IDS for RPL-based IoT networks
with feature optimization and attack profiling using a novel dataset
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Securing RPL-based Internet of Things (IoT) networks remains a critical challenge due to the limited computational and
energy resources of sensor nodes, making them vulnerable to routing attacks. This paper proposes a light-weight Intrusion
Detection System (IDS) for the detection of five prominent RPL-specific attacks, namely Version Number Attack, DIS
Flooding, Reduced Rank, Worse Parent, and Local Repair Attack. Unlike previous work that employed traditional datasets,
a novel dataset is generated by simulating actual real-world RPL-based IoT scenarios, encompassing both normal and
malicious behaviors. The dataset contains 13 features representing network behavior that were carefully selected to reflect the
characteristics of RPL communications. Five machine learning models consisting of K-Nearest Neighbors (KNN), Decision
Tree (DT), Random Forest (RF), XGBoost, and LightGBM were trained and evaluated using both the entire feature set and
a subset of the top 7 most informative features. LightGBM performed the best among them, with 99.47% accuracy, 99.58%
precision, 99.37% recall, and 99.47% F1-score. Even with fewer features, it still yielded robust results, confirming its
robustness and viability in constrained environments. The proposed architecture offers a feasible and efficient solution to
enhancing RPL security in real-world IoT networks. The proposed framework highlights the potential of tailored machine
learning models and original datasets to detect protocol-specific threats while respecting the limitations of low-power

networks.
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1 Introduction

The proliferation of the Internet of Things (IoT) has
significantly reshaped the digital landscape by enabling
a vast number of devices to communicate, share data,
and interact autonomously. From smart cities and intel-
ligent healthcare systems to industrial automation and
agriculture, [oT networks are now deeply embedded in
critical infrastructures. However, this ubiquity comes
with an escalating security cost. IoT networks are
especially vulnerable at the edge layer, where devices
with constrained resources limited in memory, pro-
cessing power, and energy are often deployed in open
and untrusted environments. These constraints hinder
the implementation of conventional security mecha-
nisms such as strong encryption, complex authentic-
cation schemes, and real-time anomaly detection,
leaving edge nodes exposed to a wide array of cyber
threats [1]. The use of IPv6-based communication pro-
tocols like RPL (Routing Protocol for Low-Power and
Lossy Networks) in such environments further intro-
duces protocol-specific vulnerabilities that attackers
can exploit with minimal effort [2]. Intrusion Detection

Systems (IDS) play a vital role in protecting IoT
networks by continuously monitoring traffic and device
behavior to identify anomalous patterns indicative of
cyberattacks [3]. Unlike preventive solutions such as
firewalls, IDSs offer the advantage of detecting zero-
day threats and previously unknown attack vectors.
To address the precited concerns, the proposed work
introduces a Machine Learning (ML)-based IDS
tailored for RPL-based IoT networks, with a particular
focus on the edge. This IDS is designed to detect five
of the most prominent RPL-specific attacks: Version
Number Attack (VNA), DIS Flooding Attack,
Decreased Rank Attack, Worse Parent Attack, and
Local Repair Attack. These attacks can severely disrupt
the topology and functionality of IoT networks by
manipulating routing information, exhausting network
resources, and degrading Quality of Service (QoS) [4].

In this study, we built a comprehensive dataset from
a controlled simulation environment, capturing the be-
havioral patterns of the network under both normal and
attack scenarios. A total of 13 distinct network behavior
features were extracted, encompassing metrics related
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to routing control messages, energy consumption,
parent selection, and packet transmission rates. These
features serve as inputs to five well-known machine
learning classifiers: K-Nearest Neighbors (KNN),
Decision Tree (DT), Random Forest (RF), XGBoost,
and LightGBM. Each classifier was trained using both
the full feature set and a reduced subset consisting of
the 7 most informative features, identified through
feature importance analysis. By leveraging the power
of machine learning and focusing on attack detection at
the edge, this work aims to enhance the security and
resilience of IoT networks against evolving threats. The
findings of this study contribute to the development of
intelligent and scalable IDS solutions that can be
effectively integrated into real-world [oT deployments.

2 Related work

Intrusion Detection Systems (IDS) in IoT environ-
ments have garnered extensive attention, particularly
with the proliferation of edge-based architectures and
RPL (Routing Protocol for Low-power and Lossy
Networks) deployments. In recent years, various ap-
proaches have been proposed to detect network threats,
either based on general [oT behavior or focusing speci-
fically on routing-layer vulnerabilities in RPL-based
systems. The authors in [5] introduced an ensemble-
based IDS that combines auto encoders and deep
learning classifiers, including Transformer, CNN, and
LSTM models. Their system was designed to operate
within fog-edge layers and was tested across three
benchmark datasets: NSL-KDD, CICIDS2017, and
TON-IoT. Although they achieved high accuracy
exceeding 99%, their proposed IDS was effective for
typical IoT security events but did not consider the
unique constraints or routing-specific threats that cha-
racterize RPL-based networks. In [6] the authors
specifically addressed this gap by proposing a light-
weight cooperative IDS tailored for RPL-based net-
works. Their system extracted 13 network-layer
features such as rank change frequency, DIO interval
variance, and packet drop rates. They implemented
a lightweight artificial neural network (ANN) model
and achieved 99.99% accuracy in detecting RPL-
specific threats. Another recent work in [7] where the
authors developed FLsec-RPL, a fuzzy logic-based IDS
specifically targeting the DIO suppression attack,
a subtle but disruptive RPL vulnerability. Their IDS
used only four lightweight features derived from
simulation and showed accuracy between 96% and
99% depending on the network scenario. However, the
narrow focus on a single attack type and limited dataset
scope posed challenges for generalization to more
complex or composite threat environments. In [8], the
authors proposed SecEdge, a novel deep learning-based
cybersecurity framework tailored for mobile IoT
environments, aiming to detect and mitigate cyber-

attacks in real time at the network edge. The approach
integrates Transformer models, Graph Neural Networks
(GNNs), and Federated Learning to provide a light-
weight yet effective IDS capable of adapting to dyna-
mic IoT environments. The authors in [9] introduced
DTL-IDS, an optimized intrusion detection framework
designed for Industrial IoT (IIoT) networks. It employs
a deep transfer learning (DTL) approach, leveraging
seven pre-trained CNN architectures (Xception,
EfficientNet). Evaluated against 14 distinct cyber-
attacks, DTL-IDS achieves 100% detection accuracy,
demonstrating exceptional precision in a complex IoT
context. However, its reliance on image transformation
and ensemble-based deep learning demands significant
computational resources. Liu et al. [10] adopted a dif-
ferent approach by developing an edge-based IDS
focused on system-level behavioral profiling. Their
edge-optimized solution achieved 91% accuracy but
was tailored to host-based threats and required conti-
nuous device monitoring, making it less adaptable to
large-scale multi-hop IoT networks using RPL. In [11],
the authors proposed a hybrid IDS model combining
Linear Discriminant Analysis (LDA) with Logistic
Regression. Tested on the NSL-KDD dataset with 12
features, the system demonstrated 96.56% accuracy.
While the results were promising, the approach re-
mained within the realm of general IoT anomaly
detection and did not consider routing-based attacks or
constrained RPL topologies. In [12], the authors pro-
pose a real-time intrusion detection framework for IoT
environments using deep learning techniques. The
study leverages the CIC IoT-DIAD 2024 dataset,
a comprehensive flow-based network traffic dataset
encompassing both benign and malicious scenarios.
However, the work remains generalized and does not
address protocol-specific attacks such as RPL threats,
which are more common in constrained IoT environ-
ments. Finally, in [13] the authors tackled IDS for
smart metering systems using Isolation Forest and
Decision Tree classifiers. Their study focused on real-
time detection of false data injection attacks and cyber
anomalies. Achieving an accuracy of around 95%, their
model was validated using real-world smart grid
datasets. However, the application domain was very
specific to energy systems and didn’t generalize well to
broader IoT routing infrastructures or RPL-based
deployments.

A comparison of these works is provided in Tab. 1.
As illustrated, most of the existing IDS proposals rely
on public datasets such as NSL-KDD, UNSW-NBI15,
10T-23, and CICIDS, which do not accurately capture
the unique features and traffic patterns of RPL-based
IoT networks. Furthermore, few studies attempt to
simulate RPL-specific threats or generate contextually
rich datasets that reflect the nuanced behavior of
routing-layer attacks.
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Table 1. Comparative summary of recent IDS approaches for [oT networks

Attacks Aloori
gorithms Accuracy
Ref. Dataset used Features detected used (%)
General [oT
NSL-KDD, CICIDS, CNN, LSTM, o
[5] TON-IoT Not stated | attacks (DDoS, Transformer ensemble =99%
spoofing)
[6] |UNSW-NBIS, TON-IoT | Notstated | Scneral network Modified Random >99%
intrusions Forest
[7] NSL-KDD 12 General anomalies LDA, nglstlc 96.56%
Regression
Deep Learning (e.g., 000
[8] CIC IoT-DIAD 2022 Not stated | General loTattacks CNN, LSTM) 99%
[9] C.ustom.COOJa RPL 13 6 RRL— DT, RF, SVM, KNN, 99.99%
Simulations specificattacks etc.
Simulatedfederated RPL RPL attacks (e.g., |Federated learning o
[10] network 4 Rank, DIS) classifier 96-99%
I . RPL routing and . .
+
(1] 1Cont1k1/C00]a network Not stated | firewall rule Routing logic + local Not reported
0gs . firewall rules
evasion
Binary:
General 10T CNN, LSTM, RNN, 99.53%,
[12] | CIC 1oT-DIAD 2024 Flow-based anomalies MLP Multi:
99.12%
False data .
[13] Real AMI smart meter Not stated | injection, cyber ISOlElltl.Ol’l Forest + ~959%,
deployment . DecisionTree
anomalies
VNA, DIS
This | Custom RPL-based 1357 FDl:cOr(::;ns%d Rank KNN, DT, RF, Up to
work | Simulated Dataset > | XGBoost, LightGBM 99.47%
Worse Parent,
Local Repair

Unlike the majority of related works that rely on
general-purpose datasets with limited relevance to
routing-layer threats, our proposed IDS is trained on
a custom-generated dataset derived from detailed simu-
lations of RPL-based IoT networks. The dataset
includes 13 carefully selected features that capture the
nuanced behavior of IoT nodes and reflect real-world
traffic dynamics. These features were chosen to ensure
high relevance to routing-layer anomalies while re-
maining computationally feasible for edge deployment.
To further enhance the effectiveness of the detection
process, we employed a diverse set of machine learning
classifiers, including K-Nearest Neighbors (KNN),
Decision Tree (DT), Random Forest (RF), XGBoost,
and LightGBM. This ensemble of algorithms not only
ensures robust detection across different attack types
but also allows comparative analysis to identify trade-
offs between performance and computational effi-
ciency. As such, the proposed IDS offers a practical
and accurate solution tailored to the security needs of
RPL-based IoT environments.

The main contributions of this work are threefold.
First, we provide a rich and labeled dataset that captu-
res fine-grained loT routing behavior under multiple
RPL attack scenarios. Second, we evaluate and com-
pare the performance of multiple ML classifiers, ana-
lyzing their accuracy, precision, recall, and compu-
tational efficiency under full and reduced feature
settings. Third, we emphasize the feasibility of
deploying ML-based IDSs at the edge, even with limi-
ted resources, by selecting lightweight models and
optimizing feature selection to reduce overhead without
compromising detection accuracy.

Additionally, in contrast to many existing IDS
frameworks that require distributed deployment or
introduce computational overhead on resource-con-
strained nodes, the proposed IDS architecture is
designed to operate exclusively at the sink node of the
RPL-based IoT network. The sink node, being signi-
ficantly more capable in terms of computational power
and memory, is well-suited to handle the processing
demands of machine learning-based intrusion detection
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without impacting the performance of other nodes. This
centralized deployment strategy ensures that the sensor
and intermediate nodes remain unaffected by IDS-
related tasks, preserving their limited resources and
prolonging network lifetime. As a result, the proposed
approach offers a highly efficient and lightweight
security solution, particularly suitable for low-power
and lossy networks (LLNs) commonly found in IoT
applications relying on RPL routing protocols.

3 The proposed IDS system

With the advent of edge computing, the devices at
the edge of the network, thus devices closest to the data
source, are becoming smart devices that first process
data locally before sending it to the centralized cloud
servers. Thus, edge computing can reduce commu-
nication latency, lessen network burdens, and improve
data privacy and security by processing data locally and
in accordance with data protection regulations. How-
ever, the main challenge of edge computing is the
limited resources and power of edge devices. Thus,
equipping one intrusion detection agent in each IoT
device is not feasible due to their limited resources.

As a solution to this issue, in this paper we adopt
a centralized IDS based framework where the IDS is
deployed on the sink node, which is the most powerful
and resourceful node in the network. The proposed IDS
is powered by machine learning algorithms that leve-
rage the ability to learn complex patterns in network
behaviors to identify malicious behavior from normal
behavior. A machine learning based IDS can exploit
network data as well as real-time network data flow to
allow it to detect RPL specific attacks. This enhances
both the performance and agility of security as it con-
stantly adapts in dynamic IoT settings.

Figure 1 depicts the activity diagram of the propo-
sed IDS, showing the overall flow from the collection
of the dataset to the training and testing of ML models.
The goal of the IDS is to detect intrusions based on
differences between normal and attack behavior of the
nodes. Once an intrusion is identified, the system
broadcasts the malicious node’s ID to the network in
DIO messages. This alert allows any child nodes of the
attacker to disconnect and choose a new other parent
node.

[ Simulations (Node per attack) ]

[ Running simulation in Cooja ]

Collecting Nodes' logs and
Labeling collected data

4 A
Preprocessing

(. J

4 )
Medels training

(. J

4 A
Models testing

(. J

[ Evaluation ]

[ Classification Results ]

Fig. 1. The activity diagram of the proposed IDS

The IDS process can be divided into three stages:

Behavior monitoring: In this stage the IDS collects
data on IoT nodes behavior over the network. This
data is then processed to create a feature vector that
represents the current status of the system.

Intrusion detection: The stored data on feature
vectors is then used to identify outliers or anomalies
from normal behavior. This is the main detection
part of the IDS. This phase is described in more
detail in the following section.

Alerting: When an anomaly is verified as an attack,
the system raises an alert and broadcasts the ID of
the malicious node to the network in the DIO
messages. This alert allows any child nodes of the
attacker to disconnect and choose a new parent node
that is trustworthy.
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4 Dataset preparation

One major contribution of this paper is the creation
and introduction of a new dataset, which is available at
the following link:

https://github.com/MehdiRouissat/TailoredIDS

This dataset aims to address the lack of open access
resources supporting empirical studies on security in
RPL-based IoT networks. The dataset is based on five
various on/off attacks: VNA, DIS flooding, Decreased
Rank Attack, Worse Parent and local repair Attack.
Based on the proposed implementation, all the mali-
cious nodes conducting the different 5 attacks adopt
a time-switching approach, switching between being
a legitimate node during a given time interval and
between being a malicious node during another given
time interval, respecting a defined pattern. Following
these behaviors, the malicious nodes follow a less de-
tectable threat profile, which allows to test our IDS in
different networks behaviors. This cyclical behavior is
respected by all the malicious nodes. Each attacking
node possesses its own individual attack strategy but
respects the same general principle of periodically
halting its malicious behavior, which allow to reduce
the detectability of the attacks by limiting the time
period of malicious behavior.

The simulation thus encompasses ten recursive
phases: Normal Operation, VNA-Active, Normal Ope-
ration, Decreased Rank Attack-Active, Normal Opera-
tion, DIS-Active, Normal Operation, Worst Parent-
Active, Normal Operation, Local Repair-Active and
Normal Operation, then the same pattern will start over,
as illustrated in Fig. 2. Specifically, the VNA node
switches between passive and active states every 6, 66,
and 126 minutes (formula 1), maintaining this cycle
throughout the simulation. The Decreased Rank Attack
begins at minute 18, terminates after 6 minutes, and
recommences every 60 minutes (formula 2). The DIS
attack is initiated at 30 minutes, following a similar
on/off strategy every 60 minutes. Similarly, the Worst
Parent attack starts at 42 minutes, while local repair
attack is initiated at 54 minutes.

TaackVNA =6+ x6),n=1,2 ... N (1
TaitackDRA=18+(n X 6),n=1,2 ... N 2)
where

Tatack VNA are the instants when the VNA is scheduled,
TatackDRA are the instants when the DRA is scheduled.

6th minute

[ VNA Attack

12th minute

18th minute

[ Decreased Rank Attack

24th minute

30th minute

[ DIS Attack

36th minute

42nd minute

[ Worst Parent Attack

48th minute

54th minute

[ Local Repair Attack

60th minute

66th minute

[ VNA Attack

L o e e s

72th minute

v

Fig. 2. The proposed cyclical behavior of the attacks

As shown in Fig. 2, the simulation is intended to
delay the first attack by six minutes after the network
start-up. The intended delay permits the network to
settle into operation and stabilize, allowing it to be in
a steady-state before conducting the first attack, and
avoid collecting data during the warm-up period. When
the six minutes of start-up concludes, the malicious
node responsible for the VNA attack operates for a six-
minute period. Every attack period is followed by an
attack free period of 6 minutes. This cyclical attack
pattern not only emulates realistic adversarial behavior
but also ensures that system metrics are not noised by
transient initialization effects.

The studied network consists of the 19 sensor nodes,
plus a sink node, so there are 20 total nodes generating
11400 messages during the 20hours of simulation based
on a transmission period of 120 seconds by each node.
Statistics were recorded using the script editor of the
Cooja simulator, which was configured to output
messages, allowing for a streamlined extraction of the
data [14]. The extraction resulted in a raw output that
was saved as a file and converted to a CSV format as
a MLplatform input file.
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Table 2. Features collected from nodes, reported every 120 seconds

Attributes Description
1 |Time Time of sending the data vector
2 |Id Nodes'ID (number)
3 |Sentvn Advertised version number
4  |mypparent Parent of the node
5 |pparentrank Rank of the node’s parent
6 |children Number of the node’s children
7 |sentDIS Number of sent DIS messages
8 |sentDIO Number of sent DIO messages
9 |generatedDAO Number of generated DAO messages
10 |forwardedDAO Number of forwarded DAO messages
11 |generatedNPDAO Number of generated no-path DAO messages
12 |forwardedNPDAO |Number of forwarded no-path DAO messages
13 | Ttlsent Total sent messages
14 |receivedDIS Number of received DIS messages
15 |receivedDIO Number of received DIO messages
16 |receivedDAO Number of received DAO messages
17 | Ttlrevd Total received messages
18 |Energy Consumed energy

The output has 16 separate attributes that each detail
some facet of network activity, as seen in Tab. 2, where
the time, ID and mypparent, pparentrank and children
are neglected when preparing the dataset for ML
operation, which make 13 features in actual use. The
dataset presented in this study was specifically gene-
rated for the application of machine learning techniques
to improve security for RPL-based IoT networks. Most
existing datasets (to the best of our knowledge) mostly
limit their feature set to only a small number of
features, our dataset provides a more comprehensive
and rich representation of network behavior. In a large
feature space, the dataset affords reflection of normal
behavior and malicious behavior in more detail and
depth and increases the robustness of machine learning
models to better detect threats. Overall, this dataset
strives for granularity and maintains a closer reflection
of the operational reality of loT deployments and is a
substantial contribution to those researchers who wish
to develop better performing and safer intrusion
detection systems in the space of IoT security.

5 Obtained results
5.1 Performance metrics comparison

Table 3 compares the five classifiers KNN, DT, RF,
XGB and LGBM in terms of their performance on the
original dataset of 13 features and the performance ba-
sed on only 7 features chosen by feature importance.
For 13 features, all the models did well, LightGBM is
the most excellent with an Fl-score of 99.47%,
followed closely by XGBoost at 99.43%, and Random
Forest at 99.14%. KNN and Decision Tree follow with
Fl-scores of 98.00% and 97.33%, respectively. These
attest to the strength of ensemble-based models for in-
trusion detection. When reducing to the top 7 features,
LightGBM remains highly stable at 99.20% F1-score
with a drop of just 0.27%. Decision Tree modestly
enhances F1-score from 97.33% to 97.46%, which may
suggest better generalization due to reduced overfitting.
Random Forest also remains highly performing at
98.47% Fl-score, falling only by 0.67%, suggesting
immunity to dimensionality changes.
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Accuracy Precision Recall F1-score
Model Features (%) (%) (%) (%)
13 97.97 96.92 99.10 98.00
KNN
7 95.51 95.63 95.38 95.50
) 13 99.43 99.49 99.37 99.43
XGBClassifier
7 93.93 96.83 90.84 93.74
13 99.14 99.07 99.22 99.14
Random Forest
7 98.47 98.27 98.68 98.47
o 13 97.34 97.85 96.82 97.33
Decision Tree
7 97.46 97.53 97.39 97.46
LightGBM 13 99.47 99.58 99.37 99.47
7 99.20 99.13 99.28 99.20

KNN meanwhile, presented a more noticeable drop,
from 98.00% to 95.50%. Although still acceptable, this
drop indicates KNN's sensitivity to feature space com-
pleteness. XGBoost presented the most drastic perfor-
mance drop, with its Fl-score falling from 99.43% to
93.74%, and recall from 99.37% to 90.84%. This indi-
cates the likelihood that important feature interactions
were lost, affecting its recall-based detection of attacks.

Despite the feature reduction, LightGBM continues
to possess superior performance in all metrics: 99.20%
accuracy, 99.13% precision, 99.28% recall, and 99.20%
F1-score, proving its good generalization and tolerance
to less input. This stability makes it very suitable for
light-weighted time IDS deployment. Overall, reducing
the number of features causes some degradation in
performance in every model, but the severity of the
impact varies between models, but LightGBM and
Random Forest continue to show great, stable, and
robust performance, and therefore are the most suitable
for both low- and high-dimensional detection problems
in constrained environments. Their ability to preserve
performance irrespective of fewer inputs militates for
their deployment in edge-computing setups typical of
today's IoT security architectures.

Figure 3 highlights how each model manages the
decreasing features space. LightGBM did not change
much and its Fl-score slightly dropped, showing its
robustness even with limited features. Random Forest
also showed good stability and reduced only a little bit.
However, XGBoost showed a steeper drop in per-
formance, suggesting that it relies on additional
features to perform really well. KNN struggles as well,
but again that was kind of expected as it rarely has any
good results without the benefit of all the features. The
only surprising one was the Decision Tree, which
actually improved when features reduced. Overall,

models like LightGBM and Random Forest are not
only robust (good performing) but they are very robust
(stable performance) even when removing features.

100
99 - "'/—N 1
N i
98 # Y T
g 9% /// \‘\‘ ":'
95 \‘\ /’I
94 — 13 Features \‘! /,,'
----- 7 Features pi e
9IgNN Decision Tree Randon: Forest XGBoost LightGBM
Machine Learning Models
Fig. 3. F1 Score comparison using 13 features
and top 7 features
Table 4. Confusion matrices
Model TN FP FN TP
KNN 3225 105 30 3300
XGBClassifier 3313 17 21 3309
Random Forest 3299 31 26 3304
Decision Tree 3259 71 106 3224
LightGBM 3316 14 21 3309
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Table 4 summarizes the obtained results regarding
the confusion matrix that has four key metrics True
Positives (TP), True Negatives (TN), False Positives
(FP), and False Negatives (FN) which allows to com-
pare the performance of machine learning models for
binary classification purposes. The TP (3309), TN
(3313), FP (17), and FN (21) shows that the XGB
Classifier has the most correct predictions, and the least
mistakes compared to the other models, while also
having great precision and recall. LightGBM comes in
a close second with high TP and TN values but less FP
and FN, indicative of equally good performance. On
the other hand, Decision Tree is not good with a lot
more false predictions (FP=71, FN=106) that may lead
to extensive misclassifications. KNN, although balan-
ced in TP and TN, has a very high number of FP (105),
so it is less reliable for scenarios where false alarms are
costly. Overall, the confusion matrix identifies the
improved performance of ensemble-based models like
XGBClassifier and LightGBM in this classification
problem.

5.2 Feature sensitivity and impact

The best three used classifiers responded differently
to feature reduction, which may be dependent on how
much they base their assumptions on the data they had
available.

5.2.1 XGBoost classifier

Figure 4 depicts Feature Sensitivity for the case of
XGBoost classifier, this latter shows a noticeable re-
liance on certain features compared to other classifiers.
Out of 13 features, it heavily relies on sent DIS
(38.75%) and received DIS (20.42%). This means that
nearly 60% of its predictive power comes from just
these two. The other features, even those that are
usually important like generated DAO and total energy,
play a minor role.

The presence of only 7 features amplifies this trend
even further — received DIS increases to 39.77%, while
sent DIS does not lag behind at 24.82%. This might
indicate that XGBoost wields great capabilities but
becomes too reliant on a single narrow deep feature,
this could account for the steep drop in performance
when those patterns fail to generalize. The accuracy
plummets from 99.43% to 93.93%, alongside recall
suffering more than an eight percent dip. Despite being
considered a robust gradient boosting algorithm,
XGBoost turns a bit fragile in the absence of wider
context.

{ [ XGB (13 features) [ XGB (Top 7)

sentwn

total_energy

ttlsent

sentDIO
receivedDAO
forwardedDAO
generatedDAO
ttirevd
generatedNPDAO
receivedDIO
forwardedNPDAO
receivedDIS
sentDIS

Features

! ! ! ! ! ! !
0 5 10 15 20 25 30 35 40
Importance (%)

Fig. 4. Features impact in XGBoost classifier case

5.2.2 RF classifier

As Fig. 5 illustrates, the importance of Random
Forest's top six features range from 7% to 14%, is
distributed fairly evenly among its 13 features: ttlsent,
received DIO, generated DAO, ttlrcvd, generated
NPDAO, and sent DIO. Based on a comprehensive
analysis of the dataset, this diversity suggests a healthy
ensemble.

{- R-Forest (13 features) I R-Forest (Top 7) {

receivedDIS

sentwn
forwardedDAO
receivedDAO
forwardedNPDAO
sentDIS
total_energy
sentDIO
generatedNPDAO
ttirevd
generatedDAO
receivedDIO

Features

ttlsent

0 5 10 15 20 25
Importance (%)

Fig. 5. Features impact in RF classifier case

The model focuses more on ttlsent, ttlrcvd, and
generated DAO when it is reduced to seven features. It
is interesting to note that the full set already placed
a high value on these features. The reason for RF's
performance only slightly declined (accuracy increased
from 99.14% to 98.47%) is due to this consistency in
key features.
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5.2.3 LightGBM classifier

As Fig. 6 depicts, LightGBM shows the most evenly
distributed reliance on features. All features are
weighted moderately. It has 13 features. The most in-
fluential are total energy (18.24%), sentvn(13.54%),
sentDIO (10.87%) and receivedDIO (9.78%), features
make up 5-6% for ttlrcvd and received DAO respect-
tively. This suggests it is a well-regularized model.

When reduced to 7 features, the model exhibits the
same role across features: sent DIO showed a 12%
contribution, total energy (10%), sentvn (9%) and
ttlsent (9%). The model did well not to have too much
reliance from one feature. Although 6 features were
removed, the drop in performance was small, ranging
from 99.47% (all 13 features) to 99.20% accuracy
(7 features, with 6 removed); this indicates LightGBM's
ability to learn the importance of distributed patterns
relatively quickly and efficiently. Given its consistency,
LightGBM is an optimal algorithm for some use cases,
which require the selection of features, such as real
time [oT or streaming analytics.

I LightGBM (13 features) NI LightGBM (Top 7)]

receivedDIS
sentDIS
forwardedDAO
forwardedNPDAO
receivedDAO
ttirevd
generatedNPDAO
ttlsent
generatedDAO
receivedDIO
sentDIO

sentwn

Features

total_energy

i i
0 5 10 15 20
Importance (%)

Fig. 6. Features impact in LightGBM classifier case

Overall, the comparison revealed that classifiers res-
ponded to feature reduction differently, which may be
dependent on how much they base their assumptions on
the data they had available. LightGBM (as previously
noted), not only was more stable but turned in the most
efficient results, in terms of consistent performance but
more balanced use of features, maintaining a great
value even when reduced to 7 features, making it an
ideal classifier for a simplified, real-time detection
approach. Similarly, Random Forest provided con-
sistent results with every feature count. This is largely
due to its ensemble-based learning and ability to gene-
ralize regardless of reduced or pruned features. Without
much surprise, Decision Tree performed slightly better

as features were trimmed, but that value probably had
little to do with information being lost and everything
to do with disallowing low-impact information from
creating definable overfitting. KNN, and XGBoost
performance declined more noticeably. In the case of
KNN, the closest point decision relies heavily on
choice richness. It will likely perform poorly when
representing data sub-dimensions and removes feature
weighting as the document type occurs in more typical
classfication contexts. Conversely, even though
XGBoost leveraged all four domains well, it was of
little use when compared generally due to its order-
dependence with lower features; we could say that it
simply uses lower feature weights from all four docu-
ments too heavily. Thus, when working with fewer
features may have less worth in determining meaning-
fulness all seekers will come to rely more heavily
on a reasonable amount of scaled importance —
LightGBM, and Random Forest — but LightGBM distri-
buted importance so much better.

6 Conclusions

This work presented a machine learning-based
Intrusion Detection System for RPL-based IoT net-
works, targeting five critical routing attacks: Version
Number Attack, DIS Flooding, Decreased Rank, Worse
Parent, and Local Repair. A primary contribution of
this study is the development of a novel, custom dataset
tailored to the specific behavior of loT-RPL environ-
ments, capturing realistic and protocol-specific attack
signatures. Another significant contribution is the com-
parative analysis of five classifiers KNN, DT, RF,
XGBoost, and LightGBM trained and evaluated on
both a full set of 13 features and a reduced set of the 7
most informative features. Feature importance analysis
revealed that metrics such as sentDIO, generatedDAO,
and total energy were highly influential in detecting
abnormal behavior. LightGBM consistently outper-
formed other models across all metrics accuracy,
precision, recall, and Fl-scoreeven when using fewer
features, making it ideal for lightweight, real-time IDS
in constrained loT environments. Random Forest also
showed robust generalization, while Decision Tree
benefitted from reduced overfitting under feature se-
lection. In contrast, KNN and XGBoost were more
sensitive to feature trimming, leading to performance
degradation.

An important architectural design choice is that the
IDS is deployed solely at the sink node, which is
computationally more capable than other devices in the
network. This ensures no computational or memory
overhead on resource-constrained IoT nodes, pre-
serving network efficiency. The high accuracy achieved
is also supported by the well-labeled and diverse nature
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of the dataset, effective feature selection aligned with
RPL protocol behavior, and rigorous cross-validation
that prevents overfitting or data leakage.

Future work will investigate dynamic feature se-
lection, adaptive learning mechanisms, and hybrid
ensemble models to improve the detection of complex
and evolving RPL-based attacks.
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