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ABSTRACT

Drawing on the malevolent creativity and innovation
literature, the creative problem-solving process, and
diffusion of innovation (DOI) theory, the present effort
examines the conditions under which malevolent actors
may adopt artificial intelligence (Al) in pursuit of harmful
objectives. We present the Cognitive-Operational-Soci-
etal-Technology (COST) model, a theoretical framework
that integrates and organizes Al-enabled malevolent
innovation across three distinct levels. At the cognitive
level, we postulate that Al serves to reduce expertise
constraints and expand the population of actors capable
of harmful ideation. At the operational level, we propose
that Al narrows the distance between intent and execu-
tion by reducing the psychological and technical barriers
to implementation. At the societal level, Al's persuasion
characteristics may accelerate the diffusion of harmful
capability. Following these descriptions, several cases are
used to illustrate differing applications of Al for malevo-
lent use. This effort pursues three core aims: examining
how Al differs from prior technologies in malevolent use,
applying DOI theory to explain its perceived advantage

for malevolent actors, and introducing the COST model
to organize Al-enabled harms across multiple levels.
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The history of new technology adoption by malevolent nonstate
actors shows that they are just as eager as any other consumers to
buy, build, and use them—they just use them differently

Audrey Cronin in Power to the People, 2020 (p. 40)

From Google’s AlphaFold, an artificial intelligence (Al) system, predicting three-dimensional protein
structures from amino acid sequences (Google DeepMind, n.d.) to the use of Al to rapidly analyze
physical data from beehives in an effort to mitigate the global bee population decline (Astuti et al.,
2024), the widespread adoption of Al has demonstrated its substantial value across disciplines. This
salient value of Al has driven the fourth industrial revolution (i.e., Industry 4.0), and its swift adop-
tion across society is indicative of its perceived benefits and remarkable flexibility in application:
a flexibility that allows Al to add value when deployed to tasks such as protein folding, ecological
monitoring, or even the mundane task of grocery shopping.

Unfortunately, Al has already proven to be a double-edged sword. As society has continued
to adopt Al for its distinct advantages, malevolent actors have adopted the same advantages
toward harmful ends. Malevolent actors have long appreciated novel technologies to advance their
missions (see Hunter et al., 2022, 2024), and Al is no exception. The unchecked and accelerating
advancement of Al, driven by competitive market pressures and the open-source nature of many
Al systems, has expanded its beneficial reach while simultaneously transforming an emerging risk
into a novel dimension of the current threat landscape. For example, on January 1, 2025, Matthew
Livelsberger detonated explosives in Las Vegas, Nevada, having used ChatGPT to gather informa-
tion on the materials needed, marking one of the first documented instances of a large language
model (LLM) being used for a violent attack (Habeshian, 2025).

Cases such as these raise a question that extends beyond any single incident: not only how
malevolent actors are using Al, but why Al represents a categorically different problem than prior
technological innovations. For example, prior innovations expanded access to information in the
1990s (i.e., the internet) and accelerated the spread of harmful ideologies in the 2000s (i.e., social
media; Conway et al., 2019), yet Al is distinctive on two counts. First, it lowers the expertise required
to plan and execute harm such that a malevolent actor no longer needs to acquire domain-specific
knowledge to generate a feasible plan, because Al can supply it. Second, harmful innovations, like
beneficial innovations, emerge through a creative process that moves from generating a novel idea
to implementing it, and Al can assist at each stage of that arc (d’Amato et al., 2025). This combina-
tion of accessibility and versatility positions Al as a distinct threat relative to past innovations and
underscores the need for a framework to contextualize why and how malevolent actors are drawn
to adopt emerging Al tools.

Addressing this need, the present effort pursues three core aims. First, the intersection of cre-
ativity, innovation, and technology is examined, with particular attention to what distinguishes
Al from prior technological innovations in the context of malevolent use. Second, the conditions
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under which Al is perceived as advantageous by malevolent actors are explored by framing the
adoption of Al through the diffusion of innovation (DOI) theory (Rogers, 1995). Third, we integrate
these perspectives into the Cognitive-Operational-Societal-Technology (COST) model, a framework
that organizes Al-enabled malevolent innovation across cognitive, operational, and societal levels,
and illustrate each level with cases of real-world malevolent use of Al. The COST model seeks to
offer value to those positioned to address and prevent the growing malevolent use of Al, namely
Al developers, researchers, and practitioners aiming to understand current applications and antici-
pate the harmful potential of emerging tools.

CREATIVITY AND INNOVATION

Understanding how Al enables malevolent innovation first requires clarifying what creativity and
innovation are and how the two relate, as these concepts act as the definitional base of the COST
model. Creativity is broadly defined as the generation of novel and useful ideas (Amabile, 1996;
Runco & Jaeger, 2012; Sternberg, 2003), while innovation refers to the subsequent implementa-
tion of those ideas within a given context (Mumford et al., 2009). By this formulation, innovation
is contingent upon creativity, as innovation cannot occur in the absence of the creative process.
Creativity itself has been conceptualized as a cognitive process; Mumford and colleagues (1991)
proposed an eight-stage model that delineates the sequential cognitive steps underlying crea-
tive problem-solving. Although the full eight-stage model provides a comprehensive account of
the creative process, the present effort adopts a modified six-stage version comprising problem
finding and construction, information gathering, idea generation, idea evaluation, idea selection,
and implementation planning (see Table 1 below for the definitions of each stage of the creative
problem-solving process). Condensing the model to six stages keeps it tractable while preserving
the stages most relevant to malevolent innovation. Furthermore, Al does not interact uniformly
with the creative process; rather, its influence varies across stages and may bear more directly on
innovation as an outcome, whether it is conventional or malevolent in nature (d’Amato et al., 2025;
Marrone et al., 2026; Medeiros et al., 2025).

Table 1. Stages of the Creative Problem-Solving Process

Core Creative Stage Definition
Problem Finding and Construction Identifying and defining the problem that needs to be solved
Information Gathering Retrieving existing and finding relevant knowledge (Mace & Ward, 2002)
[dea Generation Generating novel solutions (Mumford & Gustafson, 1988)
Idea Evaluation Assessing utility and viability of generated solutions (Puccio & Cabra, 2012)
[dea Selection Choosing the most appropriate solution (Mumford et al., 1991)

Implementation Planning Planning the execution of the selected solution (Hunter et al., 2006, 2012)
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Critically, the behavioral and motivational orientations associated with creativity and innovation
are not interchangeable but are empirically and theoretically distinct (Hunter et al., 2022; Mum-
ford et al., 2009), such that an individual may possess a strong propensity for ideation yet lack the
requisite motivation or resources to bring those ideas to fruition. This gap marks the conceptual
boundary between creativity and innovation and has direct implications for understanding when
and why creative potential translates into action for malevolent actors adopting Al.

Creativity, Innovation, and Al
Given the breadth of Al tools and systems, we adopt Dignum’s (2019) broad definition of Al as
a “system designed by humans that, given a complex goal, is able to take a decision based on
a process of perception, interpretation, and reasoning based on data collection about the environ-
ment and that meets the properties of autonomy, adaptability, and interactivity” (p. 2). This defini-
tion captures the adaptive properties most relevant to Al's role in the creative process. At the same
time, it remains broad enough to span tools from LLMs to autonomous weapons systems (AWS).

With Al defined, we turn to the developing literature on the relationship between Al and hu-
man creativity, the findings of which remain nascent amid the rapid evolution of Al. Marrone and
colleagues (2026) propose that narrow, task-specific Al is not independently creative; rather, hu-
mans remain the primary drivers of the creative process, with Al functioning in a supportive rather
than generative capacity. Consistent with this, Medeiros and colleagues (2025) examined whether
using ChatGPT enhances creativity and found that example ideas attributed to ChatGPT did not
enhance participants’ divergent thinking relative to the same examples attributed to a human; the
only effect was that low-creativity examples attributed to ChatGPT lowered performance. Taken
together, this work suggests that Al’'s contribution to human creativity is neither automatic nor
uniformly positive, yet this does not diminish its practical significance. As Grilli and Pedota (2024)
argue, Al can meaningfully augment aspects of human creativity, and it is precisely this enhance-
ment that opens doors for malevolent actors.

Specifically, Grilli and Pedota (2024) posit that Al reduces the demand for convergent thinking
(i.e., finding the single best solution), and creates conditions more favorable for divergent think-
ing (i.e., generating multiple novel solutions; Guilford, 1950). Beyond shaping the thinking behind
creativity, Al can also take on a collaborative role. Cropley and colleagues (2023) argue that it func-
tions as a team member in the creative process, providing expertise and aggregating information
in ways that supplement human limitations. Together, these capacities, expanding ideational range
and supplying expertise on demand, make Al a powerful creative team member. However, they
are not neutral in their implications: the same characteristics that benefit benevolent creators are
equally available to malevolent actors with harmful objectives.

Malevolent Creativity, Innovation, and Al
This shift from benevolent to harmful application brings us to the construct of malevolent crea-
tivity: the generation of novel ideas intended to cause harm, where usefulness is defined by the
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degree to which the idea facilitates harm (Cropley et al., 2010, 2014; Gill et al., 2013; Hunter et al.,
2022). The extent to which a novel idea produces harmful outcomes constitutes its malevolent util-
ity, and the implementation of such an idea in practice is termed malevolent innovation (Hunter et
al., 2022). Although the research remains nascent, d’Amato and colleagues (2025) offer insight into
how Al may function as an enabler across each discrete stage of the malevolent creativity process.
Critically, they demonstrate that the same properties of Al that beneficially augment creative out-
put in benevolent or neutral creativity contexts are equally available to malevolent actors, thereby
amplifying the potential for malevolent utility.

The introduction of Al into the malevolent creativity process is especially important when con-
sidered alongside the known constraints on malevolent innovation. Logan and colleagues (2023)
identified lack of expertise as one of the primary internal constraints on malevolent innovation in
terrorist groups, finding that limited domain knowledge restricts both the generation and success-
ful implementation of harmful ideas. Al's capacity to compensate for this deficit, by supplying spe-
cialized knowledge, reducing cognitive load, and translating complex information into accessible
form, may substantially lower the threshold for generating and implementing harmful ideas. When
Al assumes this collaborative role within a malevolent context, it becomes not merely a tool but
a functional partner in the planning and execution of harm. This is perhaps most starkly illustrated
by the case of the Aum Shinrikyo cult, which recruited university students with relevant scientific
expertise to assist in the development and deployment of sarin gas on the Tokyo subway station,
killing 13 people and injuring approximately 5,800 (BBC, 2018). With Al now capable of supply-
ing comparable domain knowledge on demand, malevolent actors may no longer require human
experts to fill such roles.

Notably, the ability to generate ideas with malevolent utility is not exclusive to those who in-
tend to cause harm (Gill, 2017); what distinguishes malevolent actors is not the capacity for harmful
ideation but the motivation, and the ability, to act upon it. Ideation alone is therefore insufficient
for malevolent innovation: the idea must also be feasible, and the actor must be able to pursue
implementation. This distinction between ideation and implementation is central to the theoreti-
cal framework developed later on. Furthermore, most Al tools adopted by malevolent actors were
originally developed for benevolent purposes. The following section distinguishes this intentional
repurposing, which remains malevolent innovation, from the related construct of malign innova-
tion, in which harm occurs without intent.

Distinguishing Malevolent and Malign Innovation

To reduce semantic ambiguity, we draw precise boundaries among benevolent, malevolent, and
malign innovation. Benevolent creativity refers to the generation of novel and useful ideas, and be-
nevolent innovation to theirimplementation (Amabile, 1996; Mumford et al., 2009; Runco & Jaeger,
2012; Sternberg, 2003). Malevolent creativity refers to the generation of novel ideas intended to
cause harm, whose usefulness lies in the harm they facilitate, and malevolent innovation to the
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implementation of those ideas (Cropley et al., 2010, 2014; Gill et al., 2013; Hunter et al., 2022); both
are defined by the actor’s harmful intent.

Malign innovation, by contrast, is defined by its outcome rather than the actor’s intentions.
When intention and outcome do not align, and an innovation designed and deployed without
harmful intent nonetheless produces harm, the result is malign (d’Amato & Hunter, 2025). Unin-
tended environmental or social consequences of benevolently designed products exemplify this
form. Because the present effort concerns actors who deliberately direct Al toward harm, malign
innovation in this sense lies outside the scope of the model developed here; the COST model ad-
dresses malevolent innovation.

When a malevolent actor adopts an Al tool and directs it toward harm, the result is malevolent
innovation regardless of the tool’s origin. In many cases examined here, the tool was designed for
benevolent purposes and reinvented, its intended use changed (Rice & Rogers, 1980) toward harm-
ful ends; in others, the tool was built or modified for harm from the outset. In both instances, it is
the actor’s harmful intent, not the tool’s design, that defines the innovation as malevolent. Such
use of Al also constitutes tactical innovation: improving the methods of harm without changing
underlying objectives (Crenshaw, 2001). Because Al is novel, the tool itself can supply much of the
novelty dimension of malevolent creativity; the actor supplies the harmful intent that directs it. For
malevolent actors, Al does not typically alter the nature of the harm they seek to cause but rather
enhances the efficiency, reach, and feasibility of how they pursue it, a substantial advance in opera-
tional capacity rather than a categorical shift in objectives.

This dynamic is particularly salient with Al for several reasons. First, the open-source and user-
facing nature of many Al systems means that access is broadly available, requiring neither special-
ized procurement nor technical sophistication. Second, the versatility of Al means a single system
can be applied across multiple stages of the creative problem-solving process, whatever stage an
actor requires assistance with. Third, and perhaps most critically, Al reduces the expertise required
to generate feasible harmful ideas, lowering the barrier between harmful intent and harmful capa-
bility further than any prior technological innovation. Together, these properties make Al unusually
available for malevolent adoption, distinguishing it from prior technologies such as the internet or
social media, which expanded access to information and communication but did not so directly
compress the distance between intent and executable harm.

Diffusion of Innovation Theory

The discussion thus far has centered on individual actors, yet the malevolent use of Al is not con-
fined to individuals. A critical dimension of the emerging threat landscape concerns not only how
individual malevolent actors exploit Al, but why malevolent adoption may occur at scale. Under-
standing why a broader population of malevolent actors might collectively perceive a novel Al tool
as advantageous for furthering their harmful objectives is essential both for developing effective
countermeasures and for proactively embedding safeguards within emerging Al systems to pre-
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clude their malevolent appropriation. To frame this phenomenon theoretically, the present effort
draws on DOI theory (Rogers, 1995).

DOI theory posits that members of a social system evaluate and adopt new innovations
through a sequential five-stage process. The first stage, knowledge, refers to an individual becom-
ing aware of the innovation’s existence. The second stage, persuasion, involves forming a favorable
or unfavorable attitude toward the innovation based on its perceived attributes. The third stage,
decision, encompasses the activities through which an individual commits to either adopting or
rejecting the innovation. The fourth stage, implementation, refers to the act of putting the inno-
vation into use. The fifth and final stage, confirmation, involves the reinforcement or reevaluation
of the decision following implementation (Rogers, 1995). Within this framework, the persuasion
stage has been identified as particularly significant, as it encompasses the perceived attributes
of an innovation that are empirically associated with accelerated rates of adoption (Rogers et al.,
2014). These attributes, including relative advantage, compatibility, complexity, trialability, and ob-
servability, function as the primary determinants of whether an innovation is perceived as worth
adopting. Accordingly, the present analysis foregrounds the persuasion stage as the focal point of
inquiry, given that assessing whether a novel Al tool is likely to be perceived favorably by malevo-
lent actors offers the greatest preventative value in mitigating its harmful application. See Table 2
below for definitions of each persuasion characteristic.

Table 2. Persuasion Characteristics

Characteristic Definition
Relative advantage The degree an innovation is perceived as better than previous innovations
Compatibility The degree an innovation is perceived to be aligned with values, experiences, and the needs of adopters
Complexity The degree to which an innovation is perceived as difficult to use or understand
Trialability The degree to which an innovation can be tested or experimented with
Observability The degree to which potential adopters can observe the implementation of the innovation

Source: Rogers (1995)

Diffusion of Innovation and Artificial Intelligence

Although DOI theory has been applied across many domains including education (Uzumcu &
Acilmis, 2024), medicine (Monga et al., 2024), and organizational science (Patnaik & Bakkar, 2024),
its application to Al innovation remains in its early stages and reveals dynamics distinct from those
observed in prior technological innovations. As Roman and Bertolotti (2025) note, foundational
diffusion models, including Rogers’ (1995) framework, fit Al poorly: because Al is general-purpose,
advances rapidly, and depends jointly on data, computing power, and communication infrastruc-
ture, it does not spread in the way these models assume. Rather than following a single adoption
path, Al is taken up across many domains at once, and exchanges among users, firms, and technical
communities feed back into its further development and spread (Roman & Bertolotti, 2025).
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Forinstance, Phillips (2025) applied DOI theory to Al adoption across four organizational groups
(i.e., administrators, faculty, staff, and students), within a higher education institution, finding that Al
adoption outpaced classical diffusion benchmarks by a factor of 2.34. Within this context, findings
suggest that Al spreads through social systems substantially faster than prior innovations would
predict. Such acceleration carries direct implications for the malevolent adoption of Al. If Al diffuses
through society at an atypically fast rate, the window between a tool’s introduction and its po-
tential exploitation by malevolent actors narrows, reducing the time available for developers and
policymakers to identify vulnerabilities and implement safeguards. Furthermore, Horowitz (2010)
demonstrated that nonstate actors and terrorist organizations are especially likely to adopt novel
tactics when they observe successful use by peers. The high observability of Al tools, one of DOI
theory’s core persuasion characteristics, may therefore act as a powerful accelerant of malevolent
diffusion specifically. Together, these dynamics underscore the urgency of understanding not only
why individual malevolent actors adopt Al, but why and how that adoption spreads across malevo-
lent actor communities, a question the COST model is designed to address.

The Cognitive-Operational-Societal-Technology (COST) Model of Malevolent Innovation
The theoretical frameworks discussed thus far, including the creative problem-solving process
(Mumford et al., 1991) and DOI theory (Rogers, 1995), each offer valuable but incomplete perspec-
tives on the malevolent use of Al. The creative problem-solving process provides a cognitive lens
through which the stages of harmful ideation and planning can be examined but does not account
for the social and operational processes through which malevolent innovations spread beyond
the individual actor. Conversely, DOI theory illuminates the conditions under which novel tools are
adopted and diffused within and across malevolent actor communities, but it does not address the
cognitive and behavioral mechanisms that must first be in place for an individual actor to move
from exposure to a tool to its harmful implementation. Neither framework alone is sufficient to cap-
ture the full arc of Al-enabled malevolent innovation. We propose the Cognitive-Operational-Soci-
etal-Technology (COST) model of malevolent innovation to address this gap (see Figure 1 below).
The COST model conceptualizes harmful innovation as a sequential yet interactive process un-
folding across three distinct but interdependent levels: cognitive, operational, and societal. At the
cognitive level, harmful innovation emerges through a process of creative problem-solving, shaped
by an actor’s ideational orientation and underlying cognitive capacity; this level draws on Mumford
and colleagues’ (1991) creative problem-solving process and the motivational factors proposed by
Hunter and colleagues (2022). At the operational level, ideated solutions are implemented as harm-
ful intent converges with behavioral activation and the resources required for execution, the transi-
tion from malevolent creativity to malevolent innovation, again guided by Hunter and colleagues’
(2022) factors of implementation. At the societal level, harmful innovation achieves scale through
diffusion processes governed by the persuasion characteristics of DOI theory, including relative
advantage, compatibility, complexity, trialability, and observability (Rogers, 1995). Critically, Al is
not confined to any single level of the model but is woven through all three, shaping the conditions
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Figure 1. The Cognitive-Operational-Societal-Technology Model of Malevolent Innovation

Source: Hunter et al. (2022), Mumford et al. (1991), Rogers (1995)
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under which harmful ideas are generated, enacted, and spread. Al constitutes the technology di-
mension of the model: the novel means through which harmful intent is realized, whether the tool
was repurposed from a benevolent design or built for harm from the outset.

The proposed COST model advances existing frameworks in two ways. First, by integrating
cognitive, operational, and societal accounts of malevolent innovation within a single framework, it
provides a more complete theoretical basis for understanding how Al facilitates harm across the full
arc from creativity to innovation. Second, the model offers a structured basis for identifying points
of intervention, whether at the level of cognitive enablement, operational execution, or societal dif-
fusion, that may inform more effective safeguards against the malevolent adoption of Al tools. For
example, in May 2025, a nihilistically motivated bombing targeted a fertility center in Palm Springs,
California. The individual who provided the explosive material to the perpetrator reportedly used
an Al chatbot to research the quantity of explosives needed (Office of Public Affairs, 2025). Applied
to a case like this, the COST model structures the questions worth asking.

At the cognitive level, it directs attention to how and why the actor turned to Al for information
gathering, and what ideational orientation and capacity gaps the tool helped fill. At the operational
level, it prompts us to ask what role Al played in moving from a developed plan to attempted ex-
ecution. At the societal level, it raises the question of whether and how such uses become observ-
able to, and adopted by, other actors. Framed this way, the model’s value lies less in explaining any
single incident than in offering a structure for interrogating the malevolent use of Al across cases.
Each level of the model is discussed in turn below, with illustrative cases integrated at the level
where Al’s role is most pronounced.

Cognitive Production

The cognitive level of the COST model represents the foundational stage at which harmful innova-
tion originates, encompassing the creative problem-solving process through which harmful ideas
are generated, developed, and refined. Drawing on Hunter and colleagues (2022), this level is organ-
ized around two interdependent dimensions: ideational orientation and cognitive capacity. Idea-
tional orientation refers to the motivational, willingness-based factors that drive an actor toward
generating harmful ideas, whereas cognitive capacity refers to the ability-based factors that deter-
mine whether an actor can meaningfully develop and refine them. Hunter and colleagues (2022)
argue that both dimensions are necessary conditions for the transition from creative ideation to
refinement, and neither alone is sufficient to explain why harmful ideas become harmful plans.

Creative Problem-Solving Process

As Mumford and colleagues (1991) propose, the creative problem-solving process is not strictly
linear; individuals may return to earlier stages or restart entirely as plans are refined in response
to operational constraints or new information. At the cognitive level, the most relevant stages are
problem finding and construction, information gathering, and idea generation: the stages at which
a malevolent actor identifies a harmful objective, acquires the knowledge needed to pursue it, and
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generates candidate approaches for doing so. Al is well positioned to support each. It can identify
relevant gaps and opportunities (d’Amato et al., 2025), streamline large amounts of information
and translate complex knowledge into accessible form (d’Amato et al., 2025), as well as generate
novel ideas by reducing the demand for convergent thinking and expanding the range of options
available to the actor (Grilli & Pedota, 2024).

Ideational Orientation (Willingness)

Ideational orientation encompasses the motivational and willingness-based factors that drive
a malevolent actor toward generating and pursuing harmful ideas, including intrapersonal influ-
ences such as ideology and intrinsic motivation, and interpersonal influences such as group norms
and radicalization processes (Hunter et al., 2022). Al does not generate ideational orientation; the
motivation to cause harm precedes the tools available to pursue it and is independent of them. Al
can, however, sustain and deepen an orientation that already exists, as the case of Jaswant Singh
Chail illustrates. In the months before his attempted assassination of Queen Elizabeth Il at Windsor
Castle in December 2021, Chail exchanged over 5,000 messages with a social chatbot named Sarai,
which encouraged him to follow through with his plan (Zaccaro, 2023). The chatbot did not create
Chail’s intent but reinforced and sustained it, lowering the psychological barriers that might other-
wise have constrained him from pursuing his ideation further.

Cognitive Capacity (Ability)

Cognitive capacity encompasses the ability-based factors that determine whether an actor can
move from harmful ideation to a viable plan, including domain expertise, creative thinking skills,
and access to peer or group expertise (Hunter et al., 2022). Logan and colleagues (2023) identified
limited domain knowledge as the primary internal constraint on malevolent innovation; without
sufficient cognitive capacity, ideational orientation remains unrealized. Al substantially lowers this
barrier in two distinct ways, illustrated by cases at different stages of the creative process.

At the information gathering stage, the Las Vegas attack demonstrates how Al can supply
domain knowledge on demand to an actor who possesses ideational orientation but lacks the ex-
pertise to develop a viable plan independently. Described previously, Matthew Livelsberger used
ChatGPT to gather technical information about explosives prior to the attack, a process that would
previously have required either significant personal expertise or access to specialized networks
(Habeshian, 2025). At the idea-generation stage, the MegaSyn case, in which researchers re-direct-
ed a drug-discovery Al model towards toxicity, illustrates Al's capacity to generate novel harmful
outputs far beyond what human expertise alone could achieve. Within six hours, the model gen-
erated nearly 40,000 potentially lethal chemical compounds, demonstrating that Al can not only
supplement human cognitive capacity but in some contexts exceed it entirely (Urbina et al., 2022).
Across both cases Al did not create cognitive capacity from nothing, but it dramatically lowered the
threshold of expertise required for a malevolent actor to generate a feasible harmful idea, expand-
ing the population of actors for whom cognitive capacity is no longer a meaningful constraint.
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Operational Level

Whereas the cognitive level concerns the generation and refinement of harmful ideas, the opera-
tional level concerns their enactment, the transition from creativity to innovation. Drawing from
Hunter and colleagues’ (2022) distinction between the willingness and ability to implement a ma-
levolently creative idea, the operational level identifies the conditions under which a malevolent
actor moves from a developed plan to its execution. Notably, the willingness and ability required
for implementation may differ substantially from those required for ideation, in some cases involv-
ing entirely different individuals or groups for each phase (Hunter et al., 2022). It is here that Al's role
shifts from supporting ideation to enabling and expediting execution, with significant implications
for the accessibility and scale of malevolent innovation.

Operational Willingness

Operational willingness refers to the motivational and decision-based factors that determine
whether a malevolent actor commits to implementing a harmful plan, including perceived necessi-
ty, deference to authority, exposure to violence, and fixation (Hunter et al., 2022). A key insight from
Hunter and colleagues (2022) is that the willingness to implement harmful ideas is not simply an ex-
tension of the willingness to generate them; it also requires overcoming the inherently aversive na-
ture of causing harm, which for most individuals represents a meaningful psychological barrier. Al
interacts with operational willingness primarily by reducing the perceived barriers to action rather
than reinforcing ideological motivation. The alleged use of dark LLMs by APT43, a state-sponsored
cyber-espionage group linked to North Korea, illustrates this dynamic. APT43 has reportedly used
dark LLMs, unconstrained versions of open-source Al systems, to automate and enhance phish-
ing campaigns, generate malicious code, and conduct targeted social engineering (Google Threat
Intelligence Group, 2025; Mandiant, 2023). Here, Al functions as a decision-support system that
reduces the ambiguity and operational complexity of committing to and executing a harmful plan,
compressing the psychological distance between decision and action.

Operational Ability

Operational ability refers to the resource- and capability-based factors that determine wheth-
er a malevolent actor can successfully execute a harmful plan, including execution expertise, access
to material resources, and coordination capacity (Hunter et al., 2022). Historically, these have rep-
resented significant barriers to malevolent innovation, particularly for actors with limited organi-
zational infrastructure. The assassination of Iranian nuclear scientist Mohsen Fakhrizadeh in No-
vember 2020 illustrates Al’s role at the higher end of the operational ability spectrum. A remotely
operated weapon system, reportedly equipped with Al-assisted facial recognition and real-time
targeting capabilities, was used to confirm Fakhrizadeh’s identity and compensate for timing de-
lays and movement during the attack (Dresp-Langley, 2023). The precision and autonomous execu-
tion demonstrated in this case extended the actor’s operational reach well beyond what human
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execution alone could have achieved, illustrating how Al can not only supplement operational abil-
ity but meaningfully expand it.

Societal Level

The societal level shifts the unit of analysis from the individual actor to the broader population
of malevolent actors, addressing the conditions under which Al-enabled malevolent innovation
achieves scale through diffusion. Drawing on DOI theory (Rogers, 1995), this level considers which
characteristics of an Al tool make it attractive to malevolent actors and how its use spreads once
adopted. Whereas the cognitive and operational levels concern whether a single actor can con-
ceive and execute harm, the societal level concerns how many actors can do so.

Adoption Characteristics

Of Rogers’ (1995) five persuasion characteristics, three hold the greatest explanatory power for
why Al diffuses rapidly within malevolent actor communities: relative advantage, complexity, and
observability. The case of GatGPT and ghost gun manufacturing illustrates all three. GatGPT was
an LLM developed by Defense Distributed and marketed as being “for all things firearms,” offering
users readily available firearm-related information for a one-time fee of five dollars (GatGPT, n.d.).
Although it has since been removed from public access, its relative advantage over prior methods
is clear: where producing an untraceable ghost gun once required technical knowledge and ac-
cess to specialized networks, GatGPT would in theory supply that knowledge interactively and on
demand. Its complexity is minimal, requiring no programming expertise to use. Moreover, its ob-
servability was high: the tool was publicly documented and openly marketed, meaning malevolent
actors who had not directly used it could nonetheless identify and access it with ease.

Diffusion Process

These characteristics combine to produce a self-accelerating diffusion process. Vibe hacking
is the malevolent application of vibe coding, a term coined by Andrej Karpathy, a founding mem-
ber of OpenAl, to describe the practice of generating and troubleshooting code through natural
language interaction with Al rather than writing it directly (Williams, 2025). Whereas traditional
hacking required significant technical expertise, vibe hacking allows actors with little to no cod-
ing knowledge to generate functional malicious code, identify vulnerabilities, and deploy cyberat-
tacks by interacting with Al at the conceptual level. As these tools grow more capable and widely
available, the population of actors who can credibly conduct cyberattacks expands correspond-
ingly. Each actor who successfully employs vibe hacking raises the method’s observability, which
drives further adoption across malevolent actor communities, producing a societal-level diffusion
of harmful capability that prior technological innovations did not generate at comparable speed
or scale.
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DISCUSSION

The COST model reveals that Al's impact on malevolent innovation is not reducible to any single
mechanism but emerges from its simultaneous influence across cognitive, operational, and soci-
etal dimensions. Prior technologies tended to confer advantage at one level: a new explosive com-
pound might lower the operational barrier for a technically capable actor, or a communications
platform might accelerate societal diffusion. Al, by contrast, appears poised to compress these bar-
riers across the three levels. It is this compounding of effects across levels that produces the cumu-
lative acceleration of malevolent innovation the COST model is designed to capture.

Theoretical Implications

The COST model is one theoretical response to an emerging and rapidly evolving problem. Its
value at this stage lies not in offering a definitive account of Al-enabled malevolent innovation but
in providing a structured conceptual vocabulary for engaging with it. The cases examined across
the three levels of the model are illustrative rather than exhaustive, and the claims advanced here
should be understood as propositions that invite empirical scrutiny rather than conclusions that
foreclose further inquiry.

This provisional framing matters given the pace at which the Al landscape is changing. The ca-
pabilities of Al systems available to malevolent actors in the near future will differ substantially from
those available today, and the specific mechanisms through which Al enables malevolent innova-
tion at each level of the COST model may shift accordingly. The model’s three-level architecture is
designed to remain relevant even as those mechanisms continue to evolve.

The deeper theoretical contribution of this framework is the argument that naming and struc-
turing this problem is itself a precondition for reducing it. By integrating creativity and innovation
theory with diffusion theory and grounding both in the specific properties of Al, the COST model
offers a framework that is both theoretically tractable and practically oriented, and that can be
revised and extended as the empirical landscape develops. Future work should interrogate the
boundaries between the three levels, examine the conditions under which Al-enabled malevolent
innovation is most and least susceptible to disruption, and incorporate emerging evidence about
the specific capabilities and limitations of Al systems as they develop.

Practical Implications

The COST model is built for two audiences who can act on it: the developers who build Al tools and
the policymakers who govern them. Developers shape what a tool makes easier for malevolent ac-
tors, whereas policymakers shape how quickly and widely that use spreads. They work at different
points in the system, but both make better decisions when they see where in the arc from ideation
to diffusion a given tool does its damage.
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Fordevelopers, the COST model offersaway to locate a tool’s risk before and after safeguards are
put in place. A system that lowers cognitive barriers by supplying domain knowledge, synthesizing
information, or generating novel approaches to a problem set poses a different problem than one
that lowers operational barriers by automating execution or walking a user through implementa-
tion. Each calls for a different safety architecture, and the model determines which. It also warns
against a common failure: guarding only the final output. Our cases show that malevolent actors
are patient and adaptive, and that when one route to a harmful output is closed, they look for an
adjacent one. A safeguard trained on known bad outputs will keep losing to actors who simply ask
a slightly different question. Designing for the whole arc, adding friction at ideation, planning, and
execution, not only at the last step, is a more durable approach.

For policymakers, the model’s payoff is timing. The model’s societal level shows why harmful
Al capabilities spread: high relative advantage, falling barriers to access, and results visible enough
that malevolent actors who have not yet interacted with an Al tool can copy the method. The gap
between the first malevolent use and its widespread adoption holds the most potential conse-
quence for harm. Regulations written after the spread of implemented malevolent innovation will
continue to be delayed. This model gives policymakers a basis for the opposite move, assessing an
Al method or tool’s diffusion potential before it spreads, and building threat assessment around
what the persuasion characteristics predict rather than around the latest incident.

Both audiences share a common interest in increasing the friction associated with Al-enabled
malevolent innovation at each level of the COST model without foreclosing the substantial benefi-
cial applications of Al that operate through the same mechanisms. This is a genuine tension, and
the COST model does not resolve it. What it does provide is a structured basis for engaging with
that tension in a theoretically informed way, by identifying where Al's harmful potential is great-
est, what mechanisms are driving it, and at what points intervention is most likely to reduce harm
without disproportionately constraining beneficial use.

CONCLUDING COMMENTS

The diffusion and malevolent repurposing of Al presents a challenge that is at once technological,
psychological, and societal, and meeting that challenge requires a theoretical framework capable
of engaging with all three dimensions at once. The COST model is offered as a step toward that
framework, one grounded in the recognition that Al does not create the malevolent intent driving
harmful innovation but substantially lowers the barriers to its realization, compressing the distance
between harmful intent and harmful outcomes across cognitive, operational, and societal levels
simultaneously. As Al capabilities advance, the urgency of addressing this dynamic will only grow.
The COST model provides a starting point for the theoretical and empirical work that meeting it will
require: a framework designed to evolve with the technology it describes, built on the conviction
that naming and structuring a problem is the necessary first step toward solving it.
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